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Foreword
I’m proud to present the third edition of the vSphere design
Pocketbook series. This is a print version of PaaS – i.e. a reference
platform for the members of the virtualization community.
With the first copy of the book we asked the community to provide
their proven and tested insights via short Tweet sized recommendations. The authors distilled their advice to a few words,
providing succinct guidance on how to solve common problems.
Although the tweet-sized design Pocketbook was a big hit, some
readers wanted to have more background, including a richer description of both the problem and suggested solution. Therefore, we
came out with version two of the PocketBook, where we provided
blog-sized recommendations. By taking away the character limits,
we enabled people to submit longer articles, hints and tips.
This edition (version three) is the best of both worlds. It contains
informative blog articles with in-depth design descriptions, as well
as short tweet-sized snippets of advice. With over 10,000 copies
of the previous versions distributed, it has big shoes to fill. But we
know it is up to the task, and I hope you enjoy it.
As always, the community delivered an overwhelming number of
submissions with amazing and insightful content. I want to thank
everyone who submitted, but, in order to create a manageable
sized pocketbook, we could not include everything.
When you visit VMworld, VMUGs, or any other event where you
bump into community members who have provided you with
valuable content, I encourage you to talk to them and tell them
you like their work. A little appreciation goes a long way – and it’s
the fuel that keeps these amazing people going.
Frank Denneman
Chief Technologist, PernixData
Twitter: @FrankDenneman | Blog: frankdenneman.nl

Chapter 1 –
Host Configuration

Host Design – Scale-Up or Scale-Out?
Rene van den Bedem
When you first start learning about virtualisation as an architect,
the first design question you will learn is: “Scale Up or Scale Out?”
The basis of the question is quite simple: “Do I buy a small number
of hosts with a large amount of resources, or do I buy a large
number of hosts with a small amount of resources?” Simply put:
“Can I afford to put all of my eggs in one basket?” The answer to
that question varies, depending on the business requirements and
constraints of your customer.
The Compute design actually has multiple components that need
to be considered:
• Rack or Blade?
• Number of Sockets per Host?
• Number of Cores per Socket?
• GHz per Core?
• GB of RAM per NUMA Node (Socket)?
•	Power Consumption per Chassis/Host/Socket/Core/GHz/
DIMM/NUMA Node?
• Cost per Chassis/Host/Socket/Core/GHz/DIMM/NUMA Node?
• NUMA limits?
• Benefits of Hyper-Threading?
• Failure Domains within the Chassis/Rack/Row/Data Center?
•	Hyper-converged infrastructure? – You have to consider
network and storage as well
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The next question is: “How do I make the right selection?” and
then, “What tools should I use?”
Initially, answer the following questions:
•	What is the workload? (i.e. Choppy or steady? OLTP or OLAP?)
– At least two months of performance data should be collected
to capture daily, weekly and monthly cycles. Use VMware
Capacity Planner.
•	What is the budget? – This constraint can directly conflict with
the workload requirement.
•	Are there Space/Power/Cooling constraints within the Data
Center?
•	What is the level of protection required? (i.e. Assuming
vSphere HA is used – N+1, N+2, etc.)
•	What percentage of headroom is required for overhead, future
growth and risk mitigation?
The CPU relationship is illustrated in the figure below.
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Secondly, use the following formulas to select the number of
hosts required. You will use the equations as a sliding scale, and
the calculation with the maximum number of hosts is your magic
number. The trick is to select a configuration that provides similar
values from each computation:
•	vCPU to pCore ratio – This is commonly used as a rough
estimate for how many hosts are required. Generally accepted
ratios range from 1 to 12, depending upon the application
vendor. The maximum “vCPUs per Core” of vSphere 5.5 is 32.
CPU speed and RAM are not considered here.
• Peak GHz calculation
• Peak pRAM calculation
The formulas are illustrated in the figure below. The “Protection”
value is the number of tolerated host failures. You need to build
the amount of headroom required into each calculation (e.g. 15%
of overhead for Memory = Peak_pRAM_Per_Cluster x 1.15).

Pay particular attention to the Configuration Maximums of
vSphere; there is no sense designing a 40 node cluster when the
configuration maximum is 32, or 7,000 VMs within a cluster when
the configuration maximum is 4,000.
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If you are using modern operating systems with modern applications
that are NUMA aware with vSphere 5.x, then NUMA is not an
issue. However if you are virtualising non-NUMA aware physical
servers or using pre-vSphere 5.x (vNUMA not supported), then you
need to ensure that the widest VM fits within the cores of a single
socket (with our without HT) and the RAM of a single NUMA node.
If you are using Hyper-Converged Infrastructure, account for the
overhead of the storage processor regardless of whether the
solution is “In Kernel” or “Virtual Appliance” based.
It is your job to change the variables of each calculation and ensure
that the final values fit within the Requirements, Constraints,
Assumptions and Risks accepted by your Customer. If there are
conflicts that cannot be resolved, discuss the impact and risks with
your customer.

About the Author
Rene van den Bedem is an Enterprise Architect &
Strategist with 20+ years of experience within the
Telecommunications and IT industries. Rene currently
holds NPX#8 and Double VCDX-133 (DCV/NV)
amongst other certifications.
Blog: vcdx133.com
Twitter: @vcdx133
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VMware ESXi – Async Drivers
Patrick Schulz
Recently we got some storage problems with a couple of ESXi
hosts and one of the recommendations of the VMware support
was to update the async drivers. I think that there isn’t much
awareness about those drivers as it actually should be, that’s why I
wrote this short post.
Async drivers are developed by partners like QLogic and certified
by VMware to optimally support their hardware. A good example
is the pretty common Fibre Channel HBA QLE2562.
A certain version of those drivers will be shipped with the VMware
ESXi image or the corresponding OEM images. As you probably
can imagine that those drivers updated more often than the ESXi
images. An example of which QLogic drivers are included in the
VMware ESXi images can be found here: Default QLogic HBA
driver/firmware versions for ESXi.
OEMs like Dell will probably include more recent drivers for their
hardware when they release an updated version of the image like
the following:
Dell – VMware ESXi 5.1 Update 2 Recovery Image
VMware ESXi 5.5 Image Dell customized ISO
In case of the Dell images it’s recommended to take a look at the
“Important Information” section on the Dell download site to check
which drivers are really included:
Qlogic HBA Drivers & its versions (Available at vmware.com)
==================================================
qla2xxx – 934.5.29.0-1vmw
qla4xxx – 634.5.26.0
qlcnic – 5.1.157
qlge – v2.00.00.57
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In addition to that the drivers are also available in the VMware
patch depot to be downloaded manually. These could be used to
create a custom ESXi image using the “Image Builder CLI” or for a
manual installation via CLI:
esxcli softwarev install -d offline-bundle.zip
The offline bundles can be found in the my.vmware.com download
portal within the “Drivers & Tools” section, listed under “Driver CDs”.
Those downloads also include the corresponding release notes.
This “mean” thing is that those drivers won’t be shipped via the
Update Manager. Of course you could use the Update Manager to
install them, but it will require to download them manually and to
import them into the patch repository. Depending on the number
of HBA/NICs this can be a bit cumbersome but it will be the only
way to have them up to date other than updating the ESXi using a
new image.
The KB article 2030818 (supported driver firmware versions for I/O
devices) offers a link collection to the corresponding vendors like
QLogic and their own VMware compatibility matrix. This matrix lists
the latest driver version as well as the recommend firmware which
should be applied accordingly.

To check which version is currently installed on your host, you
could also use the Update Manager or the following CLI command:
esxcli software vib list
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To determine which driver is really actually used by the HBA can
be verified via
esxcfg-scsidevs –a

But why is it actually important?
As with all pieces of software also drivers can contain bugs that
need to be fixed or they get new feature, improved performance
or support for new hardware devices. So if an outdated driver
contains a bug which may affect the failover behavior of an ESXi
host, this can have a significant impact on your environment!
By the way ESXi 5.5 introduced a new driver architecture called
Native Device Driver. Currently a ESXi can run in hybrid mode to
support the new and the “legacy” driver which is why the HCL
currently shows two different types of drivers.
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About the Author
Patrick Schulz has over 10 years of experience in the
field of IT infrastructure, where he worked in multiple
roles like as system administrator for a global
automotive company or as System Engineer for a
value-add reseller. Those roles enabled him to gather diverse
experiences and views on how to implement and operate virtual
data centers. Besides other common storage & virtualization
certifications, he also earned the vExpert distinction by blogging
about storage and virtualization related topics on www.vtricks.com.
As storage enthusiast and Systems Engineer for PernixData, he
supports the customers in the DACH region to understand &
accelerate their virtual workloads using the PernixData Software.
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Don’t Forget the Logs
Steve Wood
Scratch Partition
A design consideration when using ESXi hosts which do not have
local storage or a SD/USB device under 5.2 GB is where should I
place my scratch location?
You may be aware that if you do use Autodeploy, a SD or USB
device to boot your hosts then the scratch partition runs on the
Ramdisk which is lost after a host reboot for obvious reasons as its
non-persistent.
Consider configuring a dedicated NFS or VMFS volume to store
the scratch logs, making sure it has the IO characteristics to
handle this. You also need to create a separate folder for each
ESXi host.
The scratch log location can be specified by configuring the
following ESXi advanced setting.
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Syslog Server
Specifying a remote syslog server allows ESXi to ship its logs to
a remote location, so it can help mitigate some of the issues we
have just discussed above, however the location of the syslog
server is just as important as remembering to configure it in the
first place.
You don’t want to place your syslog server in the same cluster
as the ESXi hosts your configuring it on or on the same primary
storage for that matter, consider placing it inside your management
cluster or on another cluster altogether.
The syslog location can be specified by configuring the following
ESXi advanced setting.

About the Author
Steve Wood is a Senior Consultant working for
VMware. Steve specializes in the software-defined
data centre space, largely around NSX and vSphere
solutions. Steve has also been a vExpert for the last
two years blogging when time allows at www.vwud.net. You can
follow Steve on Twitter @surfing_clouds.
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Chapter 2 –
Cluster and vCenter Design

VMware Resource Pools
Eric Shanks
VMware Resource pools should be considered for performance
reasons in a vSphere design and not as a virtual machine organizational method.

Problem
Resource pools look like they could be a great way to organize
virtual machines into different segments so that the Hosts and
Clusters view of vSphere is nice and neat. Prod and Test environments can be easily identified based on which resource pool a VM
is nested under.
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The problem is that this kind of thinking may cause an unintended
performance issue in a vSphere environment.

Performance Issue
Assume for a second that the two resource pools are using shares
to assign resources during contention and Prod is set to “High”
and Test is set to “Low”. The cluster has 100 GB of RAM and 10
CPUs that are consumed by the two resource pools. A calculation
can be used to determine how many resources are assigned.
Formulas –
Share Setting

Memory Share Value

CPU Share Value

High

20

2,000

Medium

10

1,000

Low

5

500

Memory Calculation: (Cluster RAM * Memory Share Value)
CPU Calculation: (Cluster CPU * CPU Share Value)
We can calculate the percentage of resources that each of the
pools has.
Production

Test

CPU Shares

10 X 2,000 = 20,000

10 X 500 = 5,000

Memory Shares

100 X 20 = 2,000

100 X 5 = 500

Now that the calculations are done, we see that Production has
roughly four times as many shares as the Test environment.
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How many shares does each VM in their respective pool get?
After all, it’s the VM we’re concerned about and not the pool.
Assumption: Each VM has two vCPUs and 10 GB of memory
assigned to it.
There are fifteen machines in the Production Pool and three
machines in the Test Pool. If the shares are divided by the number
of VMs in the pool the shares per VM can be determined.
Production VM Shares

Test VM Shares

CPU

20,000 / 15 X 2 = 666.67

5,000 / 3 X 2 = 833.33

Memory

2,000 / 15 X 10 = 13.33

500 / 15 X 3 = 16.67

After looking at the shares per virtual machine, we notice that the
Test pool VMs are getting more shares than the Production pool.
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This was not what was intended when we assigned the Production
Pool a high share and the Dev pool a Low share.

Summary
Resource Pools have their place in a vSphere design but be very
careful how shares are setup. Do the math before setting these up
and more importantly, don’t use resource pools as a container to
make your environment look pretty.

About the Author
Eric Shanks is VCDX #195 and author of theITHollow.
com. During the day, Eric works as a Senior Solutions
Architect for Ahead where he helps customers design
hybrid cloud solutions. He also spends time volunteering as one of the Chicago VMUG leaders.
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Tweet Sized Design Recommendation
Doug Baer @dobaer
Keep it simple: add complexity only when benefits
outweigh the costs. Selfish reason: you must write
more documentation if it’s complicated!
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vCenter is Down – Impact on VMware
Infrastructure
Mariusz Kaczorek
Everybody probably knows that vCenter is a heart of VMware
infrastructure installed as Appliance (VCSA) or Windows machine.
The main vCenter features are as follows:
•	Central management of VMware environments – allow you to
manage VMs across multiple VMware hosts at once, e.g. you
can create a custom roles and permissions.
•	Depends on vSphere license, allows you to use DRS/DPM,
Storage DRS, vMotion, Fault Tolerance (FT), High Availability
(HA) or vSphere Distributed Switch (vDS)
There are also other functions such as easier patching of your
VMware infrastructure by integration with the VMware Update
Manager component, doing backup of VMs.

Impact on VMware environment when vCenter is down
Ok, so what happens with above features when vCenter is unavailable? The most important thing is: all workloads (VMs) should be
running fine.
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To illustrate this, the below figure presents features not working
(red) or limited working (blue) during the vCenter down.

Central Management
Of course, when your vCenter is unavailable, you do not have the
central management of your VMware environment. However, still
all your VMs are running and if you need to administer them you
have to log in directly to ESXi hosts (separately). So if you have
100 hosts and you need to do sth with 10 VMs, you have to log in
at least once or max 100 times in the worst case...because maybe
you would have to find those VMs. J
Patching Environment
If your vCenter is down, you can’t use VMware Update Manager
to patch your ESXi hosts. In spite of possibility to patch ESXi hosts
using esxcli command – it may have impact as you can not do
vMotion to migrate VMs between hosts (VMs shut down required).
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vMotion and Storage vMotion
vMotion allows moving a virtual machine from one physical server
(ESXi host) to another with no downtime. Storage vMotion is a feature
that allows the live migration of a running virtual machine’s VMDKs
from one storage system to another, with no downtime for the VM.
These features are available only when vCenter is up (available).
Distributed Resource Scheduler (DRS) and Storage DRS
VMware DRS dynamically balances computing capacity across
ESXi hosts (DRS) or between datastores (Storage DRS). As DRS
relies on vMotion/Storage vMotion and vCenter calculates a
correct balance - DRS does not work when vCenter is down.
Fault Tolerance (FT)
All VMs configured (protected) by FT before vCenter outgate are
safe. FT failovers in case of VM fail, however does not select a
new secondary.
High Availability (HA)
VMware HA will restart VMs (powered on before vCenter unavailability) in case of ESXi host failure. As vCenter is responsible for
the protection or unprotection of virtual machines – “new powered
on VMs” will not be protected by VMware HA until vCenter is
back and online. There are not possible to do any changes in HA
configuration (e.g. restart priority) as well. Admission Control does
not work too.
vSphere Distributed Switch (vDS)
All VMs connected to the vDS still should have network access
even vCenter failure. However, if you need to change network
settings for VM, you can change only to network in port group
located in vSS. No possible to make any changes in vDS.
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Other Products
vCenter can be crucial for 3rd applications, other VMware components (e.g. vROps, vRA) or just backup software.

vCenter Downtime Avoidance
We should limit or totally avoid vCenter downtime (RTO).
Fortunately, we can use some availability options:
•	Clustering Windows-based vCenter using Windows Server
Failover Clustering (WSFC) – RTO ~minutes. Since vCenter 5.5
U2 is possible to build a vCenter cluster.
•	Using VMware HA (if vCenter is virtualized) - RTO ~minutes.
We should specify the highest priority for vCenter restart.
•	For smaller environment, VMware Fault Tolerance in vSphere
6 allows to protect VMs up to 4 vCPU – RTO = 0.

Conclusion
vCenter is a crucial component of VMware infrastructure that we
should protect and properly design. Unfortunately, currently there
are no native vCenter features to protect itself so we have to use
mentioned availability options. I hope that VMware adds some
additional possibilities in the near future.

About the Author
Mariusz Kaczorek is a System Architect with over 15
years of experience in IT. Mariusz is a two time
VMware Expert and holder of many IT certifications
such as VCAP-DCA/DCD. Mariusz is the main author
of the virtualisation blog settlersoman.com. You can follow him on
twitter @settlersoman.
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Tweet Sized Design Recommendation
Amit Rathod @vrevealed
Large vSphere Clusters allow DRS a larger room to
play and eventually better VM placement!
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Enhanced vMotion Compatibility (EVC)
Best Practices
Dee Abson
During an infrastructure provisioning conversation the other day
a comment was made that, as a best practice, EVC should be
avoided if possible. I was taken aback by this statement as the
use of EVC is clear to me. Unfortunately I haven’t had a chance to
speak with the commenter yet to understand their point of view.
My opinion is that EVC should always be enabled on vSphere
clusters, making sure you know what it means for that cluster
when it’s enabled. In order to understand where I’m coming from,
let’s revisit what EVC is doing for us.

What is it Good For?
When VMware introduced vMotion, it was a significant milestone
for virtualization adoption. Of course we’re all very familiar with the
concept now, to the point of taking it for granted. While successful
in furthering the ability to manage virtual workloads by allowing
them to move between hosts, this “VM freedom” did not come
without limits.
vMotion is limited to hosts of a particular CPU architecture. This is
the familiar Intel vs. AMD boundary that needs to be identified on
a cluster by cluster basis. Within those CPU-bound clusters, however,
a VM can have problems if vMotioned to a host with a differing
set of CPU instructions. From the VM’s point of view, the CPU’s
instruction sets have effectively changed instantly, either gaining or
losing certain instruction sets based on the underlying hardware.
This could have disastrous effects on the VM and its workload.
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This image is an example of an error thrown by vSphere when the
VM’s CPU requirements aren’t met by the underlying host CPU.
It comes from Lindsay Hill’s blog1 where he describes how he
actually addressed this situation.
One way to deal with this type of issue is to make all CPUs
the same in all hosts within a cluster. This quickly becomes an
operational challenge, especially in a normal environment. Unless
your business needs are such that you will never need to add
more hosts, you’re going to have to grow your clusters at some
point. The nature of IT, in this case specially the nature of enterprise hardware manufacturers, means that this becomes infeasible
quickly. Within a relatively short window, typically on the order of
12–18 months, it becomes exponentially more difficult to buy the
same equipment as you have today. So besides building a brand
new cluster with the same CPUs every time you need to scale,
what can we do?
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Enter Enhanced vMotion Compatibility, or EVC. EVC is designed to
allow a boundary, or level, to be set at the cluster level. This level
is effectively a definition of CPU instruction sets that will be
“allowed” within the cluster. Hosts with CPUs that can meet this
level, by having all of these instruction sets available, can be
added to the cluster. Hosts with CPUs that cannot meet this level
cannot be added to the cluster. This provides a level of consistency for the VM’s so that we avoid the risk of impacting their
workloads. This provides the best of both worlds. There are still
some higher level constraints, such as Intel vs. AMD, however we
end up with much more flexibility in our cluster hardware design.

Does it Hurt?
At first glance it would seem reasonable to expect that a process
that adds a bit of inspection could potentially impact performance.
VMware conducted an evaluation of the impact of EVC on the
performance of certain workloads, which they published in the
white paper, the “Impact of Enhanced vMotion Compatibility on
Application Performance”2. In the white paper it was found that
certain EVC levels met the needs of some workloads, while other
EVC levels did not.
Does this mean that EVC was a contributing factor to the performance VMware observed? Not really, no. The two workloads
in the paper that benefited from newer CPU instruction sets,
AES-encryption and video encoding, could have their needs
met in different ways. If there’s a strong business need to have
these workloads run more quickly, alternatives such as dedicated
clusters or increasing the EVC level (if all hosts are compatible)
will meet these needs. If it’s not critical to the business that these
workloads execute quickly, then perhaps they’re fine within a
general cluster with a lower EVC level.
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So it becomes clear that the issue is not really about whether
to enable EVC or not, but what “level” of EVC is right for your
workloads. This consideration should already be part of your
design’s system requirements, so selection of the right EVC level
should be straightforward.

Best Practice
In summary, a CPU baseline should be established when any new
cluster is created by choosing the proper CPUs and enabling
EVC. Remember that EVC means that you can’t move backwards
through CPU generations but that you can always move forwards
(often without impacting running VMs). The performance impact of
EVC in and of itself is practically non-existent. The longer you go
without enabling EVC on a cluster the harder it will be to take a full
cluster outage to enable EVC.
So always turn on EVC on your new empty clusters and plan an
EVC Enable Party for your existing clusters sooner, rather than later.
1

http://lkhill.com/vmware-evc-mode/

2

http://www.vmware.com/files/pdf/techpaper/VMware-vSphere-EVC-Perf.pdf

About the Author
Dee Abson is a technical architect from Alberta,
Canada. He’s been working with technology for over
20 years and specializes in server and virtualization
infrastructure. Working with VMware products since
ESX 2, he holds several VMware certifications including the
VCP5-DCV. He was awarded VMware vExpert for 2014-2016 and
is a PernixData PernixPro. He blogs at http://teebeedee.org and
you can connect with him on Twitter @deeabson.
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What Does Load Balancing the Platform
Services Controller Really Give You?
William Lam
The Platform Services Controller (PSC) is a new infrastructure
component that was first introduced in vSphere 6.0 that provides
common services such as Single Sign-On, Licensing and
Certificate Management capabilities for vCenter Server and
other VMware-based products. A PSC can be deployed on the
same system as the vCenter Server referred to as an Embedded
deployment or outside of the vCenter Server which is known as
an External PSC deployment. The primary use case for having an
External PSC is to be able to take advantage of the new Enhanced
Linked Mode (ELM) feature which provides customers with a single
pane of glass for managing all of their vCenter Servers from within
the vSphere Web Client.
When customers start to plan and design their vSphere 6.0
architecture, a topic that is usually brought up for discussion is
whether or not they should be load balancing a pair (up to four) of
their PSCs? The idea behind using a load balancer is to provider
higher levels of availability for their PSC infrastructure, however
it does come as an additional cost both from an Opex and Capex
standpoint. More importantly, given the added complexity, does it
really provide you with what you think it does?
A couple of things that stood out to me when I look at the process
(VMware KB 2113315) of setting up a load balancer (VMware NSX,
F5 BIG-IP, & Citrix NetScalar) for your PSC:
•	The load balancer is not actually “load balancing” the incoming
requests and spreading the load across the different backend
PSC nodes
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•	Although all PSCs behind the load balancer is in an Active/Active
configuration (multi-master replication), the load balancer itself
has been configured to affinitzed to just a single PSC node
When talking to customers, they are generally surprised when
I mention the above observations. When replication is setup
between one or more PSC nodes, all nodes are operating in an
Active/Active configuration and any one of the PSC nodes can
service incoming requests. However, in a load balanced configuration, a single PSC node is actually “affinitized” to the load balancer
which will be used to provide services to the registered vCenter
Servers. From the vCenter Server’s point of view, only a single
PSC is really active in servicing the requests even though all PSCs
nodes are technically in an Active/Active state. If you look at the
implementation guides for the three supported load balancers
(links above), you will see that this artificial “Active/Passive”
behavior is actually accomplished by specifying a higher weight/
priority on the primary or preferred PSC node.
So what exactly does load balancing the PSC really buy you? Well,
it does provide you with a higher levels of availability for your PSC
infrastructure, but it does this by simply failing over to one of the
other available PSC nodes when the primary/preferred PSC node
is no longer available or responding. Prior to vSphere 6.0 Update
1, this was the only other option to provide higher availability to
your PSC infrastructure outside of using vSphere HA and SMPFT. If you ask me, this is a pretty complex and potentially costly
solution just to get a basic automatic node failover without any of
the real benefits of setting up a load balancer in the first place.
In vSphere 6.0 Update 1, we introduced a new capability that
allows us to repoint an existing vCenter Server to another PSC
node as long as it is part of the same SSO Domain. What is really
interesting about this feature is that you can actually get a similar
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behavior to what you would have gotten with load balancing your
PSC minus the added complexity and cost of actually setting up
the load balancer and the associated configurations on the PSC.

In the diagram above, instead of using a load balancer as shown
in the left, the alternative solution that is shown to the right is to
manually “failover” or repoint to the other available and Active
PSC nodes when the primary/preferred is no longer responding.
With this solution, you are still deploying the same number of
PSC’s and setting up replication between the PSC nodes, but
instead of relying on the load balancer to perform the failover for
you automatically, you would be performing this operation yourself
by using the new repoint functionality. The biggest benefit here
is that you get the same outcome as the load balanced configure
without the added complexity of setting up and managing a single
or multiple load balancers which in my opinion is huge cost. At
the end of the day, both solutions are fully supported by VMware
and it is important to understand what capabilities are provided
with using a load balancer and whether it makes sense for your
organization to take on this complexity based on your SLAs.
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The only down side to this solution is that when a failure occurs
with the primary/preferred PSC, a manual intervention is required
to repoint to one of the available Active PSC nodes. Would it not
be cool if this was automated? ... J
Well, I am glad you asked as this is exactly what I had thought
about. Below is a sneak peak at a log snippet for a script that I had
prototyped for the VCSA which automatically runs a scheduled
job to periodically check the health of the primary/preferred PSC
node. When it detects a failure, it will retry N-number of times
and when concludes that the node has failed, it will automatically
initiate a failover to the available Active PSC node. In addition,
if you have an SMTP server configured on your vCenter Server,
it can also send out an email notification about the failover. Stay
tune for a future blog post for more details on the script which can
be found here.

About the Author
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Chapter 3 –
Storage Configuration

The Ultimate IOPS Cheat Sheet
Bas van Kaam
It’s all about the users, if we like it or not
Nowadays infrastructures are being virtualized almost without
exception and as we all know the success of our projects greatly
depends on the end user acceptance. Ultimately they expect to
experience the same snappiness as they do on their physical
desktops or even better. Of course this is what we as consultants
and system administrators aim for as well, but unfortunately it isn’t
always that straightforward. The bottom line is, we need speed! If
we drill down just a bit further speed closely relates to IOPS, you’ll
read why in a minute. Simply put, we need as much (low latency)
IOPS as we can get our hands on to drive our VDI and or HSD
based infrastructures to their full potential. Since I’m no expert I
thought it would be a good idea to dig in a bit deeper and while
I’m at it, share my thoughts and findings with you guys, maybe
you’ll benefit from it as well.

Before anything else
It’s important to understand what an IOPS actually is, why they are
they important, how they are measured, what different types of
IOPS are there, which factors influence performance, either negatively or positively etc.? Being familiar with the IOPS fundamentals
might give you a better insight on what is actually going on under
the covers and how things interact and rely on each other. And
besides, it will also help you in better understanding the various
articles and blog posts handling the subject.
Let’s start at the beginning, IOPS stands for: input/output operations per second, which in general is either a read or write
operation. Simply put, if you have a disk that is capable of doing
a 100 IOPS, it means that it is theoretically capable of issuing a
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100 read and or write operations per second. However, being
able to issue a 100 read and or write operations isn’t the same
as actually processing them, reading and writing data takes time.
This is where latency comes in. If our disk subsystem can handle,
or issue, a 100 IOPS but they are processed at around 20 milliseconds per operation (which is slow by the way), then it will only be
able to actually handle 50 operation per second as opposed to
the issued 100.
In the above example the 20 milliseconds is what we would call
the latency. It tells us how long it will take for a single IO request to
take place, or be processed.
Remember that a random IOPS number on its own doesn’t say anything. For example, we can do a million IOPS! Well, ok, that’s nice,
but how did you test? Were they read or write operations? If mixed
what was the percentage reads vs writes? Writes are more resource
intensive. Did you read from cache? What was the data block size?
How many host and disk controllers were involved? What type of
storage did you use? Was there RAID involved? Although using
RAID will probably negatively impact the IOPS number, but still. The
same applies to data tiering. Physical disks? Probably. If so, are we
dealing with sequential or random reads and writes?
In addition to the above, and this is probably the most important
one how much, in milliseconds, latency is involved? This will range
from around 2 milliseconds, which is comparable to a locally
installed physical disk, to 20+ milliseconds at which performance,
if any, will be highly impacted. An overview:
1. 0 to 12 milliseconds – Looking good, the lower the number
the better off you are.
2. 10 to 15 milliseconds – Still acceptable in most cases, user
might notice a small delay.

Storage Configuration | 3-3

3. 15 to 20 milliseconds – Step up and take action, most of your
users won’t be happy.
4. 20 to 25 milliseconds – Get your pen and paper out and shut
it all down.
Again, latency tells us how long it takes to process a single read or
write I/O request.
If you should remember anything from this article, it should be
that a high number of IOPS is useless unless latency is low! Even
with SSDs which are capable of providing a huge number of IOPS
compared to traditional HDD’s, latency matters.
With ‘legacy’ physical disks, overall speed and latency greatly
depends on the rotations, or revolutions, per minute (RPM) a
certain disk is capable of, the laws of physics apply. Today we can
classify hard disk speeds (HDD) as follows: 5400 rpm, 7200 rpm,
10,000 rpm and 15,000 rpm. A higher rpm equals higher read
and write speeds. Another factor impacting performance is disk
density. The higher the density the more data a disk is able to
store on its ‘platter’, data will be written closer together on the disk
and as a result the disks read/write head will have to travel shorter
distances to access the data, resulting in higher read and write
speeds. This may sound like a small note to some, but imagine
having a SAN or Filer holding hundreds of disks, having 15,000 rpm
and high-density disks makes a real difference!
So when a random vendor tells you that their storage appliance
is capable of doing a crazy high number of IOPS you probably
have a few questions to ask them, right?! I think it’s also clear that
the more IOPS we can actually process, as opposed to issue, per
second the better our overall performance will be!
Latency is king, the less you have the faster
you’ll infrastructure will be!
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There is no standard when it comes to measuring IOPS! There are
too many factors influencing overall performance and thus the
number of IOPS.
Not all IOPS are the same, sure, you could boil it down to it being
either a read or a write, but that’s not the whole truth now is it?
First off, read and writes can be random or sequential, reads can
be re-read and writes can be re-written, single and multiple treads,
reads and writes taking place at the same time, random writes
directly followed by sequential reads of the same data, different
block sizes of data that get read or written, ranging from bytes to
Megabytes and all that is in between, or a combination of the above.
It is important to understand your application workloads and their
characteristics with regards to the IOPS they need. This can be
a very tricky process. Take block size for example ( just one of
many examples) having a huge amount of smaller data blocks as
opposed to having a relatively small number of larger data blocks
can make a huge difference,
Asks your storage provider for detailed test procedures, how did
they test and what did they use. In addition, at a minimum you will
want to know these three ‘golden’ parameters:
1. The latency, in MS, involved,
2. The read vs write ratio
3. Data block sizes used.
We already highlighted read and write IOPS, both will be part of
your workload profile. However, a lot of application vendors will
refer to an average amount of IOPS that is needed by their workload to guarantee acceptable performance. This is also referred to
as Steady State IOPS. A term also used by Citrix when they refer
to their VDI workloads. After a virtual Windows machine boots up,
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users login and applications are launched, your users will start their
daily routines. Seen from an IOPS perspective, this is the Steady
State. It is the average amounts of read and write IOPS processed
during a longer period of time, usually a few hours at least.
Although the average amount of IOPS, or the Steady State, does
tell us something, it isn’t sufficient. We also need to focus on the
peak activity measured between the boot and the Steady State
phases, and size accordingly.
When we mention the 20/80 read/write ratio we are usually
referring to the Steady State. Something you may have heard of
during one of the many Citrix MCS vs PVS discussions. As you can
see, the Steady State consists mainly out of write I/O, however, the
(read) peaks that occur as part of the boot and or logon process
will be much higher. Again, these rules primarily apply to VDI type
workloads like Windows 7 & 8 for example.
There are several tools available helping us to measure the IOPS
needed by Windows and the applications installed on top. By
using these tools we can get an idea of the IOPS needed during
the boot, logon and Steady State phases as mentioned earlier, as
well as application startup. We can use Performance Monitor for
example, using certain perfmon counters it will tell us something
about the reads and writes taking place as well as the total amount
of IOPS and the Disk queue length, telling us how many IOPS are
getting queued by Windows. Have a look at these counters:
1. Disk reads/sec – read IOPS
2. Disk writes/sec – write IOPS
3. Disk transfers/sec – total amount of IOPS
4. C
 urrent Disk Queue length – IOPS being queued by
Windows.
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Here are some more interesting tools for you to have a look
at, they will either calculate your current IOPS load or help you
predict the configuration and IOPS needed based on your needs
and wishes.
1.	IOMeter – measures IOPS for a certain workload
http://www.iometer.org/doc/downloads.html
2. ESXTOP – specific to ESX, provides certain disk states, totals,
reads and writes.
http://www.yellow-bricks.com/esxtop/
3. WMAROW – web interface, used to calculate performance,
capacity, random IOPS.
http://www.wmarow.com/strcalc/
4.	The Cloud Calculator – web interface, disk RAID and IOPS
calculator.
http://www.thecloudcalculator.com/calculators/disk-raid-andiops.html
5. Process Monitor – general analyses of IOPS
http://technet.microsoft.com/en-us/sysinternals/bb896645.aspx
6. Login VSI – VDI workload generator, simulate user activity on
your infrastructure.
http://www.loginvsi.com/
As we will see shortly, there is a distinct difference between the
boot and logon phase. Both (can) create so-called ‘storms’ also
referred to as a boot storm and or a logon storm, potentially
impacting overall performance. This is where the read IOPS peaks
mentioned earlier come in.
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Take your time! It’s important to get the numbers right, or as
close as possible and to check that what you’ve built holds up in
practice. Check out some of the tooling mentioned above and use
them wisely.
Know that storage throughput isn’t the same as IOPS. When we
need to be able to process large amounts of data then bandwidth
becomes important, the number of GB/sec that can be processed.
Although they do have an overlap, there is a distinct difference
between the two.
Be aware that RAID configurations bring a write penalty; this is
because of the parity bit that needs to be written as well. A write
can’t be fully completed until the both the data and the parity information are written to disk. The time it takes for the parity bit to be
written to disk is what we refer to as the write penalty. Of course
this does not apply to reads.
When looking at VDI workloads, we can break it down into five
separate phases: boot, user logon, application launch, the Steady
State and logoff / shutdown.
During the boot process, especially in large environments, dozens
of virtual machines might be booted simultaneously creating the
earlier highlighted boot storm. Booting a machine creates a huge
spike in read I/O, as such, and depending on the IOPS available,
booting multiple machines at once might negatively impact overall
performance.
If IOPS are limited, try (pre) booting your machines at night. Also,
make sure your users can’t reboot the machines themselves.
Using the above methods will only get you so far, there might be
several reasons why you may need to reboot multiple, if not all,
machines during daytime. Something to think about as your VDI
environment might not be available for a certain period of time.
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Although we are primarily focusing on IOPS here, do note that
the underlying disk subsystem isn’t the only bottleneck per se.
Don’t rule out the storage controllers for example, they can only
handle so much, CPU, memory and network might be a potential
bottleneck as well. RAID penalties, huge amount of writes for a
particular workload, data compression and or deduplication taking
place, and so on.
Logon storms are a bit different in that they will always take place
during the morning/day. It isn’t something we can schedule during
the night, users will always first need to logon before they can
start working. Although this may sound obvious, it’s still something
to be aware of.
Logons generate high reads (not as high as during the boot process)
and less writes, although it’s near to equal. This is primarily due to
software that starts during the logon phase and the way how user
profiles are loaded. Using application streaming, folder redirection,
flex profiles etc. will potentially enhance overall performance.
As you can see, especially during the first few phases, there will
be a lot of read traffic going on. Fortunately reads are a bit less
demanding than writes and can be cached quite simple so they can
be read from memory when the same data is requested multiple
times. The way this happens differs per vendor/product. Just be
aware that, although caching might be in place, it won’t solve all
your problems by default. You will still need to calculate your needs
and size accordingly. It does make life a little earlier though.
Make sure you understand the difference between state-full, aka
persistent, and stateless VDI’s. Both will, or might, have different
storage requirements as well as (re) boot and logon schedules.
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Launching applications will generate high read I/O peaks and initial
low writes. Chances are that after users logon they will start, either
automatically or manually, their main applications. Again something
to take into account as this will probably cause an application
launch storm, although it’s usually not recognized as such.
Steady State, we already discussed this one earlier, this is where
write I/O will take over from read I/O, on average this will be
around the earlier mentioned 20/80 read/write ratio. So if we scale
for the peaks, read as well as write, we can’t go wrong, at least
that’s the theory.
Today the market is full with solutions and products helping us to
overcome the everlasting battle against IOPS. Some are ‘patch’
like solutions, which help speed up our ‘legacy’ SAN and NAS
environments using SSD’s and flash orientated storage in combination with smart and flexible caching technologies. While other
focus on converged like infrastructures and in-memory caching.
These in-memory solutions are somewhat special, they don’t
necessarily increase the number of IOPS available, instead, they
decrease the number of IOPS needed by the workload because
writes go to RAM instead of disk, ultimately achieving the same, or
even better, result(s).
Using any of these products will greatly increase the number
of IOPS available (or decrease the number of IOPS needed)
and decrease the latency that comes with it. Just know that no
matter which solution you pick, you will still have to determine the
number of IOPS needed and scale accordingly. Even when using
the most enhanced IOPS accelerator today won’t guarantee that
you will be able to boot your entire VDI infrastructure during day
time and won’t run into any issues.
Give your Anti Virus solution some extra attention, especially with
regards to VDI. You will be glad that you did.
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And last but not least, during logoff and shutdown we will see
a large write peak and very little read activity. Just as we need
to plan for peak reads at the time of boot and logon, the same
applies for write peaks during logoff. But since we also scaled to
handle the peak writes during the Steady State phase we should
be fine. Again I’d like to emphasize that although there might be a
ton of IOPS available, it’s the speed with which they are handled
that counts! Less latency equals higher speeds.
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Tweet Sized Design Recommendation
Daemon Behr @DaemonBehr
Understand the I/O effects of mixed workloads on
shared disk pools before you deploy in prod. Test,
test, test. #designpocketbook #pernixpro
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Determine Your vSphere Storage Needs
Michael Wilmsen
When designing a vSphere storage setup you have to design the
following sections.
• Capacity
• Performance
• Availability
• Security
• Connectivity

Capacity
Capacity is the easiest part of the design and with most storage
solutions it’s easy to extend. You can use the following formula to
determine your total RAW capacity storage need:
((TotalVMs * (OSDriveCapacityGB + AvgMemSizeVMNotReserved))
+ TotalDataGB) * (RestoreCapacity% + SnapshotReserveCapacity%)
= TotalGB
For example:
• You have 1000 VMs.
• Every VM has a C-Drive (or root) of 50 GB.
•	The average memory size of a VM is 8 GB where nothing of is
reserved.
• You want to reserve 10% for backup restores.
• You want to reserve 5% for snapshots.
• Total data capacity is 50 TB
This makes:
((1000 * (50 GB + 8 GB)) + 50 TB) * (10% + 5%) = 88,14 TB
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This is the RAW capacity available to the VMware vSphere hosts,
and doesn’t take RAID overhead, and storage features like thin
provisioning, deduplication and compression into account. These
storage features are most of the time the reasons for a discussion,
whether if you want to use these features, and what the performance impact is.
Using features like compression and deduplication depend on the
use case.
I can imaging that you want to use compression and deduplication
for archiving purposes, and not for production virtual machine like
MS SQL or SAP because of the potential performance impact.
The type of RAID level used by the storage solution implicates
the RAID overhead and how you size the storage solution. Do you
configure 1 large container containing all disks? Or do you create
multiple containers? This again depends on the type of storage
solution, and the capacity and performance requirements you have.
VMware has 3 type of VMDKs.
• Thin
• Thick (Lazy)
• Eager Zero Thick
I’m not going to explain in-depth the VMDK type because this I
well covered in:
•	Death to false myths: The type of virtual disk used determines
your performance
http://www.yellow-bricks.com/2012/12/19/death-to-false-mythsthe-type-of-virtual-disk-used-determines-your-performance/
•	Thin or thick disks? – it’s about management not performance
http://frankdenneman.nl/2012/12/19/
thin-or-thick-disks-its-about-management-not-performance/
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•	Performance Study of VMware vStorage Thin Provisioning
http://www.vmware.com/pdf/vsp_4_thinprov_perf.pdf blog post
If you’re going to use thin provisioned VMDKs in you environment,
you can subtract the free space from your RAW capacity needs.
Do take into account that a thin VMDKs will grow and you have to
monitor the free capacity of your storage solution, to make sure
that it won’t fill-up. This will result in virtual machines who will be
unavailable.
So how your (new) storage solution is going to provide your
usable capacity depends on the type of storage solution. In my
opinion you have to talk with your storage vendor what is the best
configuration based on your company needs.
What you do need to take into account is how easy it is to extend
the capacity of your storage solution. The new storage solution
probably will run for the next 5 years. No way that you can determine the capacity need for the next 5 years. And when you have
to add capacity, do you have to reconfigure storage pools, LUNs
and/or RAID groups? Can this be done on the fly without impacting
production workloads?
Of course performance definitely will impact the setup and
configuration of your storage solution.

Performance
Besides capacity, performance is probably one of the most
important design factors.
When we talk about performance we actually are talking about:
• IOPS
• Latency
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The first step is to determine your performance needs in IOPS.
This is probably the hardest part. In order to determine your
IOPS needs, you have to know what type of virtual machines or
applications, and there corresponding I/O characteristics your
going to run on your storage solution.
For this, you can take 2 approaches to determine this:
• Theoretically
• Practical

Theoretically
In the theoretical approach, you have categorize the type of
virtual machines you’re going host on your storage solution. For
example:
• Database
• Email
• Windows
• Linux
• Etc.
Then you determine the corresponding block size, read/write
ratio, and if it’s sequential or non-sequential data per type.
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You can make a table like this.
Type

#VMs

Block

Avg.

size

#IOPS

%READ

%WRITE

Note

Basic application

#KB
Windows

2,000

4

50

60

40

Linux

1,000

4

50

60

40

servers
Basic application
servers
MS SQL

4

64

1000

65

35

2 for production,
2 for DevOPS

Note: Values are only a example. Your environment can (and
probably will be) different.

Practical
In the practical, or real live method, we’re going to use a tool to
determine the type of I/O issues by your current virtual machines.
There are a couple of tools available for this. One of them is
PernixData Architect. This tool gives in depth information about
your storage I/O workload including read/write ratio and which
block size is used.
Of course you can use vCenter to see your current read/write
ratio, but not the block size which is used.
You even can use ESXTOP in combination with Perfmon to
determine your I/O workloads. The last option isn’t the most
easiest way, but it’s a option if you don’t have a vCenter or budget
for Architect.
So, why want you to determine the read/write ratio and block size?
Every storage solution has his own way of writing data to disk.
The performance depends on the block size, read/write ratio and
RAID-level (if any) used. A Windows virtual machine can use a
block size of 64k. When a storage solutions write data in 4k block.
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1 I/O from this virtual machine will issue 16 I/Os on the storage. If
your storage solution uses RAID6, you have a write penalty of 6.
Ok, so in this example. When a windows guest issues 1 64k I/O,
this results in (16*6) 96 I/O’s on your storage. Hmmm, kind of make
you think not?
Nowadays, every storage system had some type of cache onboard.
This makes it hard to determine how many IOPS a storage system
theoretically can provide. But remember, a write I/O can be handled
by the cache. But a read I/O, which is not already in cache, needs
to be read from disk first.
Second, you have to determine the average latency you want to
encounter on your storage solution. Every storage vendor will
promote his solution as a low latency storage. This depends on
where you measure this latency.
Below is an overview where latency is introduced in a SAN or NAS
solution.

3-18 | Storage Configuration

A

Guest OS

1

SCSI HBA

B

2

vSphere

vSphere

VMkernel

VMkernel

VMHBA

VMHBA

VMHBA

Port
Port
Backplane + SP
Port
Port

HBA

C

VMHBA

4

Port
Port
Backplane + SP
Port
Port

HBA

Head
SP

3

HBA

SP

Head
SP

5
6
7

HBA

8

SP

9

HBA

Cache

HBA

HBA

Cache

HBA

10

HBA

Shelf

HBA

HBA

Shelf

HBA

11

SAS

SAS

SATA

SSD

SAS

SAS

SATA

SSD

12

As you can see, there are 12 places where latency is added. Of
course, you want the lowest latency in the virtual machines (Nr 1).
As this hard to determine, if you have 5,000+ virtual machines, the
next best place is the VMkernel (Nr 3).
Again, there a several tools to determine the read and write
latency in the VMkernel. ESXTOP, vCenter of tools like PernixData
Architect are great examples.
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In my opinion these are the maximum average latency you want to
encounter.
Type

Read

Write

VMs for servers

2 ms

5 ms

VMs for desktops or RDS

< 1 ms

< 2 ms

As always, lower is always better.
So, how do you determine which is the best storage solution for
your needs?
Talk to your storage vendor. Give the table you’ve created and ask
them which type and model suites your needs, and how to configure the storage solution. This way, your sure that your getting the
right storage for your needs. And if, in the future, you’re encountering storage problems, you can check if the storage solution is
performing according the requirement you discussed with your
storage vendor.

Availability
When we talk availability in storage solution, where actually
talking about high availability. Most (enterprise) storage solutions
are in basis high available. Almost all components are redundant.
Meaning that in case of a component failure, a second component
takes over instantly. So this type of availability we don’t have to
design. The part we may have to determine is when you storage
solution is part of a Disaster Recovery (DR) solution. In this case
we first have to determine the RPO and RTO for our environment.
This is something you have to ask you business. How long may
your storage (including all data) be unavailable (RTO), and when
it’s unavailable, how many data may be lost in terms of second,
minutes, hours of day’s (RPO)?
Let’s assume that our storage is located in 2 datacenters.
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When you have a RPO of 0, you know you must have a storage
solution that supports synchronous replication. Meaning, that if
you write in one datacenter, this write is instantly done on the
second datacenter. The writer (VMware vSphere) get’s a acknowledge back, when both storage solutions can confirm that write is
finished.
This option is the most expensive option. This connection between the 2 datacenters has to be low latency and high capacity
(depending on your change rate).
In most case synchronic replication also provides a low RTO. If
and how the data becomes available in case of a DR depends
on your storage solution. Active-Active you probably won’t have
to do much. In case of a DR, data is instantly available. In case
of active-passive, you have to pull the trigger to make the data
available on the passive side. This can be done manually (through a
management interface), or automatically by a script or VMware SRM.
When you have a RPO higher than 0, you have to option to go for
asynchronous replication. In this case the write on the second
datacenter can be acknowledge later than the first one. You also
can replicate data once a hour, day, week, etc. The choice is yours.
If and how that becomes available in case of a DR, is the same as
in the active-passive option in the pervious section (RPO = 0).

Security
Most of the time, securing your storage solution is determine
how you can access storage solution management interface and
which servers can access your data. Most of the time, the storage
network is a dedicated, non-routed network which cannot be
accessed from external.
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Normally, I advice a storage management server where the
management software runs. If you make sure that this server is
only accessible from your management workstations, your storage
management is secure enough for most implementations.
To secure which servers can access your storage, depends on the
protocol you’re using. To sum it up:
• FC -> Based on WWN
• iSCSI -> Based on IQN
• NFS -> Based on IP address.
The choice of your protocol also determines the way you can
secure your storage. Talk to your storage vendor about best
practices how to secure your storage network.

Connectivity
As noted in the security part, with VMware vSphere we have 3
connectivity options:
• Fiber Channel (FC)
• iSCSI
• NFS
So, what’s the best protocol? As always in IT, the answer to this
question is: It depends.
It depends on your storage solution. Every storage solution is
created with some principles. This makes this storage solution
unique. These principles determine the best storage protocol for
the storage solution. Of course, almost every storage solution
supports 2 or more protocols, but only one performance best. You
probably know that FC is the fasted protocol, in theory. But what
if you storage solution implemented NFS the most efficient? You
probably going to choose NFS.
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So ask your vendor. Especially if you made them responsible for
the performance part.

About the Author
Michael Wilmsen is a independent Consultant, Trainer,
Architect and is a VMware Certified Design Expert
(VCDX 210). Michaels main targets are VMware vSphere
(with a great interest in storage and performance) and
Horizon View. Michael is a Nutanix Platform Professional (NPP) and
has been rewarded as an vExpert (since 2011), PernixPro (since
2013) and Nutanix Tech Champion (2016).
Michael has more than 15 years of IT experience and has his own
blog virtual-hike.com where he blog about his daily business. You
can follow him on twitter @WilmsenIT
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Tweet Sized Design Recommendation
Patrick Schulz @PatrickSchulz1
Make sure to separate all sorts of storage traffic using
proper networking technologies like VLANs. It will be
worth the efforts! #PernixPro
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vSphere Replication – Consider These
Points Before Using It
Craig Kilborn
vSphere Replication has been embedded in the ESXi kernel for
quite sometime now. When a virtual machine performs a storage
‘write’ this is mirrored by the vSCSI filter at the ESXi Host level
before it is committed to disk. The vSCSI filter sends its mirrored
‘write’ to the vSphere Replication Appliance which is responsible
for transmitting the ‘writes’ to it’s target, normally in a DR site.
The process is shown at a high level in the diagram below.

I’m often asked by customer if they should consider using it given
the benefits which it provides, which include:
• Simplified management using hypervisor based replication
•	Multi-point in time retention policies to store more than one
instance of a protected virtual desktop
•	Application consistency using Microsoft Windows Operation
System with VMware Tools installed
• VM’s can be replicated from and to any storage
• An initial seed can be performed
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As a impartial adviser, I have to provide the areas in which
vSphere Replication isn’t as strong. These are the points, I
suggested are considered as part of any design:
•	vSphere Replication relies on the vRA, if this is offline or
unavailable then replication stops for all virtual machines.
•	vSphere Replication requires the virtual machine to be
powered on for replication to occur
•	vSphere Replication is not usually as efficient as array based
replication which often have compression and intelligence
built into the replication process. If you have limited bandwidth
you may violate restore point objectives
•	vSphere Replication will reduce the bandwidth available to
other services/functions if you are using logically separated
networks over 10GbE
•	Note that Network IO Control can be used to prioritise access
to bandwidth in times of contention, but required Enterprise
Plus licenses
•	vSphere Replication requires manual routing to send traffic
across a replication VLAN which increases the complexity of
the environment
•	vSphere Replication is limited to 200 virtual machines per
Replication Appliance and 2000 virtual machines overall as
detailed in VMware KB2102453
•	After an unplanned failover and reprotect, vSphere Replication
uses an algorithm to perform a checksum, this can result in
a full sync depending on length of separation and amount of
data being changed.
•	vSphere Replication only provides replication for powered on
virtual machines
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•	In a HA event on an ESXi Host at the Production site will trigger a full synchronisation of the virtual machines that resided
on the failed host. See vSphere Replication FAQ’s
The last point which for me is a deal breaker. Let’s consider that
last point again, if we have an ESXi Host that has a PSOD then all
of the VM’s will require a full synchronisation.

What’s The Impact?
If we have an inter-site link of 100 Mbps which has an overhead of
10%, this gives us an effect throughput of 90 Mbps.
We have an average sized VMware environment with a couple
of VM’s which hold 2 TB of data each which are being replicated
across a 100 Mbps inter-site link then you are looking at over 4
days to perform a full synchronisation.
We also need to consider the impact on the rest of your VM’s who will
have their restore point objective violated as the bandwidth is being
consumed by the 2 x 2 TB VM’s. Not exactly where you want to be!
The Maths Per 2 TB VM
8 Mb = 1 MB
2 TB = 16,777,216 Mbps
16,777,216 Mbps / 90 Mbps = 186,414 Seconds
186,414 seconds / 60 seconds = 3,107 Minutes
3,107 minutes / 60 hours = 51 Hours 47 Minutes

About the Author
Craig Kilborn holds various active industry certifications from Cisco, Citrix, HP, Microsoft, VMware and is
recognised as a VMware vExpert. In his spare time,
he shares his thoughts and insights on industry
related technologies at his independent blog vmfocus.com and
through Twitter @Craig_Kilborn
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Know the Minions
Chethan Kumar
Data access from applications can be one of the two types – read
writes and the request size can vary quite a lot. I/O performance
observed by an application is hard to understand if the I/O stats
shown by a monitoring tool presents aggregated data. In the
example shown below, an application was reading and writing
data at varying frequency.
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The latencies encountered during reads and writes were as follows:

Although, it is well advertised by storage vendors that writes are
mostly served by NVRAM based cache of the storage and their
latency is sub-milliseconds, clearly in this example it was not. You
could blame the storage array for failing to meet the SLAs, but
doing so without knowing the reason would clearly lead to no where.
To understand why the storage failed to meet the SLA, you
would need to look deeper into the application I/O profile and
understand the size of the requests sent to the storage. After all,
storage’s behavior changes as the request size changes.
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You can look at a histogram of request size as a percentage of
the aggregate number of requests seen by the storage, but this
tells you only one side of the story. This information is useful to
mostly term the workload as heavy on specific request sizes.
But, it doesn’t say where the storage fails to meet the needs. An
exact count of the request sizes will be very useful to determine
whether the storage is capable of meeting SLAs with different
request sizes. A view such as the one below will be a big help in
such cases.
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In the above example, clearly 67 requests were ≥ 64 KB during
the measurement period. This might be overwhelming the storage
object (LUN, NFS volume) to which the I/Os were issued. This was
indeed the case as shown below:

It is not enough to know just the dominant request size of applications
but also the non-predominant ones because they can impact the
overall performance in unexpected ways. In other words, pay
attention to the minions.

About the Author
Chethan Kumar is voice for virtualization and a
performance geek spending professional and
personal life on the opposite ends of the Bay in
Silicon Valley. He has a basic degree in electronics
and communication, an advanced degree in computer science
and engineering, but an expertise and a passion to study the
meeting point of the two. Follow on twitter @chethankumar
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Understanding Block Sizes in a Virtualized
Environment
Pete Koehler
Cracking the mysteries of the Data Center is a bit like Space
exploration. You think you understand what everything is, and
how it all works together, but struggle to understand where fact
and speculation intersect. The topic of block sizes, as they relate
to storage infrastructures is one such mystery. The term being
familiar to some, but elusive enough to remain uncertain as to
what it is, or why it matters.
This inconspicuous, but all too important characteristic of storage
I/O has often been misunderstood (if not completely overlooked)
by well-intentioned Administrators attempting to design, optimize,
or troubleshoot storage performance. Much like the topic of
Working Set Sizes, block sizes are not of great concern to an
Administrator or Architect because of this lack of visibility and
understanding. Sadly, myth turns into conventional wisdom – in
not only what is typical in an environment, but how applications
and storage systems behave, and how to design, optimize, and
troubleshoot for such conditions.
Let’s step through this process to better understand what a block
is, and why it is so important to understand it’s impact on the
Data Center.

What is it?
Without diving deeper than necessary, a block is simply a chunk of
data. In the context of storage I/O, it would be a unit in a data stream;
a read or a write from a single I/O operation. Block size refers the
payload size of a single unit. We can blame a bit of this confusion
on what a block is by a bit of overlap in industry nomenclature.
Commonly used terms like blocks sizes, cluster sizes, pages,
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latency, etc. may be used in disparate conversations, but what
is being referred to, how it is measured, and by whom may often
vary. Within the context of discussing file systems, storage media
characteristics, hypervisors, or Operating Systems, these terms are
used interchangeably, but do not have universal meaning.
Most who are responsible for Data Center design and operation
know the term as an asterisk on a performance specification sheet
of a storage system, or a configuration setting in a synthetic I/O
generator. Performance specifications on a storage system are
often the result of a synthetic test using the most favorable block
size (often 4K or smaller) for an array to maximize the number of
IOPS that an array can service. Synthetic I/O generators typically
allow one to set this, but users often have no idea what the
distribution of block sizes are across their workloads, or if it is
even possibly to simulate that with synthetic I/O. The reality is that
many applications draw a unique mix of block sizes at any given
time, depending on the activity.
I first wrote about the impact of block sizes back in 2013 when
introducing FVP into my production environment at the time.
(See section “The IOPS, Throughput & Latency Relationship“)
FVP provided a tertiary glimpse of the impact of block sizes in
my environment. Countless hours with the performance graphs,
and using vscsistats provided new insight about those workloads,
and the environment in which they ran. However, neither tool
was necessarily built for real time analysis or long term trending
of block sizes for a single VM, or across the Data Center. I had
always wished for an easier way.

Why does it matter?
The best way to think of block sizes is how much of a storage
payload consisting in a single unit. The physics of it becomes
obvious when you think about the size of a 4 KB payload, versus a
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256 KB payload, or even a 512 KB payload. Since we refer to them
as a block, let’s use a square to represent their relative capacities.

Throughput is the result of IOPS, and the block size for each I/O
being sent or received. It’s not just the fact that a 256 KB block
has 64 times the amount of data that a 4K block has, it is the
amount of additional effort throughout the storage stack it takes to
handle that. Whether it be bandwidth on the fabric, the protocol, or
processing overhead on the HBAs, switches, or storage controllers.
And let’s not forget the burden it has on the persistent media.
This variability in performance is more prominent with Flash than
traditional spinning disk. Reads are relatively easy for Flash, but
the methods used for writing to NAND Flash can inhibit the same
performance results from reads, especially with writes using large
blocks. (For more detail on the basic anatomy and behavior of
Flash, take a look at Frank Denneman’s post on Flash wear leveling,
garbage collection, and write amplification. Here is another primer
on the basics of Flash.) A very small number of writes using large
blocks can trigger all sorts of activity on the Flash devices that
obstructs the effective performance from behaving as it does with
smaller block I/O. This volatility in performance is a surprise to just
about everyone when they first see it.
Block size can impact storage performance regardless of the
type of storage architecture used. Whether it is a traditional SAN
infrastructure, or a distributed storage solution used in a Hyper
Converged environment, the factors, and the challenges remain.
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Storage systems may be optimized for different block size that
may not necessarily align with your workloads. This could be the
result of design assumptions of the storage system, or limits of their
architecture. The abilities of storage solutions to cope with certain
workload patterns varies greatly as well. The difference between
a good storage system and a poor one often comes down to the
abilities of it to handle large block I/O. Insight into this information
should be a part of the design and operation of any environment.

The applications that generate them
What makes the topic of block sizes so interesting are the Operating
Systems, the applications, and the workloads that generate them.
The block sizes are often dictated by the processes of the OS and
the applications that are running in them.
Unlike what many might think, there is often a wide mix of block
sizes that are being used at any given time on a single VM, and
it can change dramatically by the second. These changes have
profound impact on the ability for the VM and the infrastructure
it lives on to deliver the I/O in a timely manner. It’s not enough to
know that perhaps 30% of the blocks are 64 KB in size. One must
understand how they are distributed over time, and how latencies
or other attributes of those blocks of various sizes relate to each
other. Stay tuned for future posts that dive deeper into this topic.

Traditional methods capable of visibility
The traditional methods for viewing block sizes have been limited.
They provide an incomplete picture of their impact – whether it be
across the Data Center, or against a single workload.
1. Kernel statistics courtesy of vscsistats. This utility is a part of
ESXi, and can be executed via the command line of an ESXi host.
The utility provides a summary of block sizes for a given period of
time, but suffers from a few significant problems.
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•	Not ideal for anything but a very short snippet of time, against
a specific vmdk.
•	Cannot present data in real-time. It is essentially a postprocessing tool.
•	Not intended to show data over time. vscsistats will show a
sum total of I/O metrics for a given period of time, but it’s of
a single sample period. It has no way to track this over time.
One must script this to create results for more than a single
period of time.
•	No context. It treats that workload (actually, just the VMDK)
in isolation. It is missing the context necessary to properly
interpret.
•	No way to visually understand the data. This requires the use
of other tools to help visualize the data.
The result, especially at scale, is a very labor intensive exercise
that is an incomplete solution. It is extremely rare that an
Administrator runs through this exercise on even a single VM to
understand their I/O characteristics.
2. Storage array. This would be a vendor specific “value add”
feature that might present some simplified summary of data with
regards to block sizes, but this too is an incomplete solution:
•	
Not VM aware. Since most intelligence is lost the moment
storage I/O leaves a host HBA, a storage array would have
no idea what block sizes were associated with a VM, or what
order they were delivered in.
• Measuring at the wrong place. The array is simply the wrong
place to measure the impact of block sizes in the first place.
Think about all of the queues storage traffic must go through
before the writes are committed to the storage, and reads
are fetched. (It also assumes no caching tiers outside of the
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storage system exist). The desire would be to measure at a
location that takes all of this into consideration; the hypervisor.
Incidentally, this is often why an array can show great performance on the array, but suffer in the observed latency of the
VM. This speaks to the importance of measuring data at the
correct location.
•	
Unknown and possibly inconsistent method of measurement.
Showing any block size information is not a storage array’s
primary mission, and doesn’t necessarily provide the same
method of measurement as where the I/O originates (the VM,
and the host it lives on). Therefore, how it is measured, and
how often it is measured is generally of low importance, and
not disclosed.
• Dependent on the storage array. If different types of storage
are used in an environment, this doesn’t provide adequate
coverage for all of the workloads.
The Hypervisor is an ideal control plane to analyze the data. It
focuses on the results of the VMs without being dependent on
nuances of in-guest metrics or a feature of a storage solution. It is
inherently the ideal position in the Data Center for proper, holistic
understanding of your environment.

Eyes wide shut – Storage design mistakes from the start
The flaw with many design exercises is we assume we know what
our assumptions are. Let’s consider typical inputs when it comes
to storage design. This includes factors such as:
• Peak IOPS and throughput.
• Read/Write ratios
• RAID penalties
• Perhaps some physical latencies of components, if we wanted
to get fancy.
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Most who have designed or managed environments have gone
through some variation of this exercise, followed by a little math
to come up with the correct blend of disks, RAID levels, and fabric
to support the desired performance. Known figures are used
when they are available, and the others might be filled in with
assumptions. But yet, block sizes, and everything they impact are
nowhere to be found. Why? Lack of visibility, and understanding.
If we know that block sizes can dramatically impact the performance
of a storage system (as will be shown in future posts) shouldn’t it
be a part of any design, optimization, or troubleshooting exercise?
Of course it should. Just as with working set sizes, lack of visibility
doesn’t excuse lack of consideration. An infrastructure only exists
because of the need to run services and applications on it. Let
those applications and workloads help tell you what type of
storage fits your environment best. Not the other way around.

Is there a better way?
Yes, there is a better way. PernixData Architect fills the void by
providing unprecedented visibility and analytics of block sizes
across the Data Center. Stay tuned, and we’ll show exactly how
Architect can show you the impact of block sizes in an environment.

About the Author
I’m Pete Koehler, currently a Technical Marketing
Engineer at PernixData and VMUG Leader. After
being in IT for as long as I have, you pick up a thing
or two along the way. vmPete.com is my little way of
sharing what I’ve observed and learned. Follow me at: @vmpete
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Chapter 4 –
Network and Security
Design

vSphere 6.0 – Configure VMware Certificate
Authority As A Subordinate CA
Kyle Jenner
With vSphere 6 vCenter now includes the Platform Services
Controller (PSC) which runs services such as SSO, it also includes
VMware Certificate Authority (VMCA). VMCA is installed on an
embedded vCenter server or an external PSC. You can configure
VMCA into three modes – VMCA Default (self-signed certificates
are deployed to services) VMCA Enterprise (acts as a subordinate
to your Enterprise CA, services are signed and trusted for your
internal PKI infrastructure) and Custom (VMCA is bypassed and
custom 3rd party certificates are added to all services manually).

Its common to replace the default certificates and in 5.x the
method is similar to Custom. Setting VMCA Enterprise up is handy
for deployments allowing your VMCA to dish out certificates. It
will also regenerate existing default certificates without the need
to remove the hosts from vCenter first. Its worth noting for some
organisations this will be a security risk so its not for everyone.
The following will show the steps to be able to use your VMCA as
a subordinate CA. I am using the embedded deployment and using
the vCenter virtual appliance, my Enterprise CA is Windows 2012 R2.
VMware KB to create the CA templates found here
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VMware KB to set the VMCA as a subordinate found here
First log onto the Enterprise CA and open Certification Authority
in the admin tools. Right click Certificate Templates - Manage.
A new console will open then find Subordinate Certification
Authority – right click – Duplicate Template. Call the new template
vSphere 6.0 VMCA. Check the compatibility tab and the extension
tabs are as follows.

Click OK and close
Go back to the Certification Authority. Right click Certificate
Template - New - Certificate Template to Issue. Find your new
template and click OK to issue.
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Now you need to prepare the vCenter appliance. I will be using
WinSCP to copy the request files off the appliance. If you connect
to the appliance you will receive the following error
Received too large (1433299822 B) SFTP packet. Max supported
packet size is 1024000 B.
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To enable WinSCP first SSH onto the vCentre appliance and log in
as root. Enter the following to change the default shell to Bash
>shell.set —enable True
>shell
>chsh –s “/bin/bash” root

Now you will be able to connect using WinSCP

We move on to generate the certificate requests. Connect to the
host using WinSCP as root and create a new folder in the /tmp
folder called ssl. Then SSH onto the vCenter appliance and enter
the following, you should now default to Bash
>/usr/lib/vmware-vmca/bin/certificate-manager
Select option 2 then option 1 and provide a location on the
appliance, enter the the folder we just created
>/tmp/ssl
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Dont close the SSH session as we will come back it. You will now
have a key file and a request file in the location specified. Copy
these files onto your computer.
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Browse to your CA or the server that has the web enrolment
installed. Http://servername/certsrv. Choose Request a certificate
- advanced certificate request - submit a certificate request by
using a base-64-encoded CMC or PKCS #file...

Open the request file in a test editor and copy the content into the
Base-64-encoded certificate request box and select the template
you created previously - vSphere 6.0 VMCA
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Submit and download as Base 64 - save to the local machine.
Browse back to http://servername/certsrv and click Download CA
certificate. Again select Base 64 and save to the local machine.

Rename the certificate you downloaded and the root certificate.
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Open the root.cer file in a word editor and copy the content to
your clip board. Now open up the servername.cer file in a word
editor and paste the copied content from the root certificate to the
bottom of the file. So it looks like the following:

Save this file and copy it onto the vCentre appliance /tmp/ssl
Go back to your SSH session and select 1 Continue to importing
Custom certificate (s) and key (s) for VMCA Root Signing certificate)
Add the location of the new .cer file
>/tmp/ssl/lab-vc01.vjenner.com.cer
Add the location of the key file
>/tmp/ssl/root_signing_cert.key
Run through the prompted details, make sure the details are
correct for your organisation. The hostname must be correct to
the hostname of the appliance. Wait for it to complete.
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Thats it! VMCA is now a subordinate for your Enterprise CA.
Open the web client to check it has applied correctly
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You
can now add you ESXi hosts into vCenter.

Important note – you have to wait 24 hours before you can add
any hosts if they have not already been added to vCenter. You
will receive a Start Time Error (70034). VMware KB for this error is
here.
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After 24 hours you can add the hosts into vCentre and the
certificate will be updated.

About the Author
Kyle Jenner is a VMware Expert and the main author
of the virtualisation blog vJenner.com. Kyle has over
10 years of experience in IT. You can follow him on
twitter @kylejenneruk.
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Security Design – ISO27001:2013
Larus Hjartarson
Security designs for virtual datacenters seem to a topic that
doesn‘t get much attention at organizations. That can happen
due to inconsistent or nonexistent requirements. It’s sometime
hard to fulfill requirements for something that hasn‘t been defined
but people know they need and should have. Also securing one
component of a solution but skipping others will just work against
the hardening done with the first one.
Most organizations want to be secure, or at least their data should
be secure and protected against malevolent activity. Many larger
organizations use standards to help them become more secure by
showing them a way to protect and guard the company data. The
most prominent IT security standard today is the ISO27001:2013
standard. It specifies the requirements for establishing, implementing,
maintaining and continually improving security management systems.
When designing a SDDC or any virtual datacenter that has the
requirement to comply with ISO27001:2013 there isn‘t much documentation around on the Internet. VMware has great documentation
on the PCI-DSS standard but not much to build on for others.
When security standard are analyzed it is quite common they
include several clauses which state the requirements for each of
the factors that make up IT security (or the security of data that
should be protected, e.g. PCI-DSS or HIPAA). These requirements
are essentially the only information that can be used in a security
analysis to see what can be hardened within the design. The
ISO27001:2013 has 14 clauses that include specific recommendations to secure information but only five (5) have scope within
a virtual datacenter. Others are based on physical or human
resource security and Incident Management among others.

Network and Security Design | 4-13

When creating a design you usually have a constraint in regards to
the virtualization resource platform to be used in the design and in
many cases the same goes for the management of those resources.
This will limit the security hardening scope to those specific set
of applications used to manage and control the resources. As for
VMware environments you have multiple layers of management
services, there is the vCenter which controls the resources
(Compute, Storage and Networking) and then there is the Cloud
layer (vCloud Director, vRealize Automation) which control access
to and how the business uses the resources. Of course there are
multiple other adjacent and dependent components of a fully
capable SDDC (Orchestrator, Operations Managers) and those are
included as such when needed. On the other side you have the
requirements in the ISO standard.
The only way to see how the requirements can be fulfilled is to
compare them to the available security hardening guidelines for
each of the SDDC component.
Most VMware components have published Hardening Guides,
the most prominent is the one for the core vSphere components
(ESXi, vCenter and related services). Others have a specific set of
hardening guidelines accessible either by specific documentation
or in the component documentation themselves.
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Let’s focus on the core vSphere components as an example.

As stated in the diagram the clauses that include recommendation
are mainly clauses A9, A10, A12, A13 and A17. Here is a small
excerpt from a security analysis to find the functional security
requirements based on the clauses:
Clause #

Clause description Clause requirement

A.9.1.1

Access control
policy

An access control policy shall be
established, documented and reviewed
based on business and information
security requirements.

A.10.1.1

Policy on the use
of cryptographic
controls

A policy on the use of cryptographic
controls for protection of information
shall be developed and implemented.

A.12.1.1

Documented
operating
procedures

Operating procedures shall be
documented and made available to all
users who need them.
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Clause #

Clause description Clause requirement

A.12.1.4

Separation of
development,
testing and
operational
environments

Development, testing and operational
environments shall be separated
to reduce the risks of unauthorized
access or changes to the operational
environment.

A.12.3.1

Information
backup

Backup copies of information, software
and system images shall be taken and
tested regularly in accordance with an
agreed backup policy.

A.12.4.4

Clock
synchronization

The clock of all relevant information
processing systems within an organization
or security domain shall be synchronized
to a single reference time source.

A.13.1.3

Segregation in
networks

Groups of information services, users
and information systems shall be
segregated on networks.

A.17.1.2

Implementing
information
security continuity

The organization shall establish,
document, implement and maintain
processes, procedures and controls to
ensure the required level of continuity
for information security during and
adverse situation.

On the other part you have the vSphere Hardening Guide, a
document that includes multiple ways to harden a vSphere
environment with three different risk levels to choose from. It has
eight component sections and each of the item has a specific ID
and a security level assigned to it.
By comparing the functional requirements gathered from the ISO
standard and compare them to the Risk Profile IDs you can find
out which of the item in the Hardening Guide need to be configured
or realized to be able to fulfill the security requirement. Here is a
small excerpt from such a comparison:
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Clock synchronization

Segregation in networks

Policy on the use of
cryptographic controls

A.10.1.1

A.12.4.4

Access control policy

A.9.1.1

A.13.1.3

Clause description

Clause #

Restrict-network-access
Isolate-mgmt-network-airgap
Isolate-mgmt-network-vlan
Isolate-vmotion-network-airgap
Isolate-vmotion-network-vlan
Restrict-mgmt-network-access-gateway
Restrict-mgmt-network-access-jumpbox

Config-ntp

Verify-ssl-certificates
Verify-nfc-sll
No-vum-self-signed-certs
No-sso-self-signed-certs
Esxi-no-self-signed-certs

Monitor-admin-assignment
Restrict-admin-privilege
Restrict-admin-role
Use-unique-roles
Limit-user login

Risk Profile ID

vCenter, Web Client
ESXi
VUM
SSO
ESXi

1, 2, 3
1
1, 2, 3
1, 2, 3
1, 2, 3

1, 2
1
2,3
1
2,3
1
2,3

vCenter
Network
Network
Network
Network
Network
Network

ESXi

vCenter
vCenter
vCenter
vCenter
vCenter

1,2
3
1, 2
1, 2, 3
1, 2, 3

1, 2, 3

Component

Risk
Profiles

Not everything can be based upon the security hardening comparison since many of the requirements are not based on the core
vSphere components. These requirements can be used to impact
other components of the design including cluster design, backup
and recovery, logging and disaster recovery by mapping them to
specific section of the design:
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Information backup

A.12.3.1

Implementing
information security
continuity

Separation of
development, testing
and operational
environments

A.12.1.4

A.17.1.2

Operating procedures for vSphere
component administration

Documented
operating procedures

A.12.1.1

Use of disaster recovery systems for
business critical systems.

Backup policy for virtual
environments

Logically and/or physically separate
development, testing and production
systems.

Logical Design feature mapping

Clause # Clause description

X.x

X.x

X.x

X.x

Link to specific design decision
or documentation where the
requirement had an impact

Link to specific design decision
or documentation where the
requirement had an impact

Link to specific design decision
or documentation where the
requirement had an impact

Link to specific design decision
or documentation where the
requirement had an impact

Section Description

This method can be extended to other SDDC components that
have clearly defined security hardening guidelines or impact the
design decisions made for each of the components. Any requirement
conflicts should of course be addressed accordingly.
In the end of the day it’s about gathering applicable security requirements from the security standard and fulfilling them with hardening
guides and how they can impact applicable design decision.

About the Author
Larus Hjartarson, VCDX-DCV #192. A Senior
Consultant at Nyherji, a VMware Partner in Iceland,
where my day job is designing Software Defined
Datacenters for customers. Blog at http://vmice.net
about the VCDX and things I‘m working on during evenings. My
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NSX Edge vs. Shield Edge
Anthony Spiteri
NSX Edge vs. vShield Edge – Feature and Performance Matrix
I was having a discussion internally about why we where looking
to productize the NSX Edges for our vCloud Director Virtual
Datacenter offering over the existing vCNS vShield Edges. A
quick search online didn’t come up with anything concrete so I’ve
decided to list out the differences as concisely as possible.

This post will go through a basic side by side comparison of the
features and performance numbers...I’ll then extend the series
to go into specific differences between the key features. As a
reminder vCloud Director is not NSX aware just yet, but through
some retrofiting you can have NSX Edges providing network
services for vCD Datacenters.

Firstly...what is an Edge device?
The Edge Gateway (NSX-v or vCNS) connects isolated, stub networks
to shared (uplink) networks by providing common gateway
services such as DHCP, VPN, NAT, dynamic routing (NSX Only) ,
and Load Balancing. Common deployments of Edges include in
the DMZ, VPN Extranets, and multi-tenant Cloud environments
where the Edge creates virtual boundaries for each tenant.
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Below is a list of services provided by each version. The + signifies
an enhanced version of the service offered by the NSX Edge.

Below is a table that shows the different sizes of each edge
appliance and what (if any) impact that has to the performance
of each service. As a disclaimer the below numbers have been
cherry picked from different sources and are subject to change…
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From the table above it’s clear to see that the NSX Edge provides
advanced networking services and higher levels of performance.
Dynamic Routing is a huge part of the reason why and NSX Edge
fronting a vCloud vDC opens up so many possibilities for true
Hybrid Cloud.
vCNS’s future is a little cloudy, with vCNS 5.1 going EOL last
September and 5.5 only available through the vCloud Suite with
support ending on 19/09/2016. When you deploy edges with
vCloud Director (or in vCloud Air On Demand) you deploy the
5.5.x version so short term understanding the differences is still
important…however the future lies with the NSX Edge so don’t
expect the VSE numbers to change or features to be added.
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References:
https://www.vmware.com/files/pdf/products/nsx/vmw-nsx-network-virtualization-design-guide.pdf
https://pubs.vmware.com/NSX-6/index.jsp#com.vmware.nsx.
admin.doc/GUID-3F96DECE-33FB-43EE-88D7-124A730830A4.
html
http://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=2042799
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vSphere and NFV Tuning Consideration
Niels Hagoort
In my current role, I am involved a lot of discussions around
network functions virtualization, a.k.a. NFV. Talking about NFV in
this post, I mean telco applications. By that I mean applications
specifically designed for and used by Communications Service
Providers (CSPs) as core applications to, for instance, enable your
(mobile) phone to actually be able to call another phone. J
NFV with regards to telco applications is not that mainstream so it
seems. The old school native way, having telco specific hardware
running line cards, payload servers, etc., obviously is not sustainable
looking at the current way we like to do ICT. On the other hand, it
looks like telco application vendors are still finding their way on how
to properly adopt virtualization as a technology. So it looks like the
level of virtualization adoption for network functions is a few years
back in comparison to IT application server virtualization.
But development is rapid, and so it is for NFV. There already is a
NFV Architecture Framework created by ETSI. ETSI was selected in
November 2012 to be the home of the Industry Specification Group
for NFV. The framework is a high-level functional architecture and
design philosophy for virtualized network functions and the underlying
virtualization infrastructure as shown in the following diagram:
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Although there are words that NFV is mostly deployed using
a KVM hypervisor working closely with OpenStack as the API
framework for NFV, VMware is looking to hook into the needs of
the communications service providers to properly ‘do’ NFV using
VMware solutions. Hence the vCloud for NFV suite.
VMware vCloud NFV is a Network Functions Virtualization (NFV)
services delivery, operations and management platform, developed
for Communications Service Providers (CSPs) who want to reduce
infrastructure CapEx and OpEx costs, improve operational agility
and monetize new services with rapid time to market.
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Let’s have a closer look at tuning considerations for vSphere to
properly run NFV workloads!

NFV workloads
First of all, there is the understanding that NFV is not comparable
with your typical IT application workloads. NFV workloads can
be very demanding, realtime and latency sensitive... with great
appetite for CPU cycles and network performance. Storage
performance seems less important. Looking at NFV workloads,
you could divide them into the following categories:
•	Data plane workloads: High packet rates, requiring network
performance/capacity
• Control plane workloads: CPU and memory intensive
•	Signal processing workloads: Latency and jitter sensitive
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vSphere and NFV
So let’s focus on the vSphere component. What are settings you
should think about when serving NFV workloads using vSphere.
Standard sizing and over-commit ratios for compute resources
won’t cut it. We’ve seen telco applications thriving by assigning
more vCPU’s (linear performance scaling), thus leveraging HT.
Other NFV application will greatly benefit from the latency
sensitive setting within vSphere, thus claiming CPU cores. In
the end it all comes down to be able to have a predictable NFV
performance. that is the problem we are trying to solve here.
vSphere allows for some tricks to ensure, as much as possible,
predictability in performance.

BIOS
In order to ensure optimal performance from you host hardware.
Power management should always be set to ‘high performance’.
Other considerations with regards to CPU C-states and Turbo
boost are noted in VMware documentation:
Servers with Intel Nehalem class and newer (Intel Xeon 55xx and
newer) CPUs also offer two other power management options:
C-states and Intel Turbo Boost. Leaving C-states enabled can
increase memory latency and is therefore not recommended for
low-latency workloads. Even the enhanced C-state known as C1E
introduces longer latencies to wake up the CPUs from halt (idle)
states to full-power, so disabling C1E in the BIOS can further lower
latencies. Intel Turbo Boost, on the other hand, will step up the
internal frequency of the processor should the workload demand
more power, and should be left enabled for low-latency, high-performance workloads. However, since Turbo Boost can over-clock
portions of the CPU, it should be left disabled if the applications
require stable, predictable performance and low latency with
minimal jitter.
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Compute resources
Let’s start by fully reserve memory and CPU resources. So each
NFV VM gets 100% dedicated compute resources. This will
guarantee the VM’s ability to use the full resources entitled to it,
but... you can imagine this will limit vCenter / vSphere to use the
cluster resources as efficiently as possible. As it stands for now;
Over-commitment is a not done for our NFV VM’s.
Worth telling is that some ‘strange’ behavior was noticeable
during performance tests. It looked like the CPU scheduler within
vSphere (5.5) was swapping the VM’s a lot between NUMA nodes
when load was about 50%, causing some additional latency
peaks. This test was done on a fairly basic vSphere configuration
and I am not sure about the memory pressure of the test load. I
will try to get some more information about how and why we saw
this behavior in a future post.
(Advanced) vSphere Configurations we are evaluating contain
settings like:
•	Enable NUMA for a specific VM with numa.vcpu.
preferHT=TRUE
•	Enable NUMA for a specific vSphere host with numa.
PreferHT=1
•	Enforce processor affinity for vCPUs to be scheduled on
specific NUMA nodes, as well as memory affinity for all VM
memory to be allocated from those NUMA nodes using numa.
nodeAffeinity=0,1,..., (processor socket numbers)
•	Reduce the vNUMA default value if application is aware
/ optimized. The default value is numa.vcpu.min=9 . So if
you configure smaller VMs consider using numa.autosize.
once=FALSE and numa.autosize=TRUE
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vMotion
Another thing worth mentioning, is that some telco application
vendors are still very wary of using vMotion. This is because a lot
of telco applications have resiliency built-in. The mechanism used
for heart-beating in those applications usually have triggers with
very little room for a hiccup in VM availability. So they verified that
a vMotion and the short ‘stall’ involved, was enough to trigger an
application or ‘node’ fail-over.
My advise here is to verify per case if this is actually accurate.
vSphere DRS is often used in ‘partially automated’ mode for initial
placement with regards to the (anti)affinity rules. But you can easily
override this setting per VM (to change it to ‘fully automated’) when
vMotion is perfectly possible for that VM. This will allow DRS for at
least some automatic (re)balancing.

Network
It is important to know what limitations the distributed vSwitch
could withhold. Think about possible limitations on the maximum
kpps (kilo packets per second) per vSphere host. Taking the max
kpps and the average packet size will get to an estimate on how
much bandwidth it’ll be able to process. It is an assumption the
(distributed) vSwitch will provide sufficient kpps / throughput
capabilities, but it seems very hard to get verify this by determining
it’s maximums per host. Tests are being performed to get more
insight on this.
Intel DPDK, Data Plane Development Kit, for vSphere is also
on the menu. It is a poll-mode driver. In a nutshell, it is a set of
libraries and drivers for fast packet processing. First evaluations
shows great gains in network performance.
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You should also consider the use of VMware vSphere DirectPath
I/O or SR-IOV that allows a Guest OS to directly access an I/O
device, bypassing the virtualization layer. But beware of the
consequences these settings will introduce such the impossibility
to use HA, DRS, (storage) vMotion etc.
Other important considerations for network tuning in vSphere are:
• Does your physical NIC support NetQueue?
•	Recommendation to configure NIC’s with
“InterruptThrottleRate=0” to disable physical NIC interrupt
moderation to reduce latency for latency-sensitive VMs.
•	Tune the pNIC Tx queue size (default 500, can be increased
up to 10,000 packets).
• Always use the VMXNET3 adapter.
• Should you disable virtual interrupt coalescing for VMXNET3?
•	Is having only one transmit thread per VM a bottleneck for
high packet rates?
•	Should you use one thread per vNIC by using the ethernetX.
ctxPerDev=“1”?
•	Best performance to place the VM and transmit threads on the
same NUMA node.

To conclude...
Bringing it all together; it’s challenging to virtualize telco applications as
you will need to dig deep into vSphere to get the performance required
for those realtime workloads. There are a lot of trade-offs and choices
involved. But that makes things interesting for us architects, right? J
As for the future, one can imagine containerization could be a good
match for telco applications. Combine that with automatic scaling
based on performance/load KPI’s, and you will have yourselves a fully
automated VMware vCloud for NFV solution. It will be interesting to
see the future development of virtualization in the telecom industry!
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Note: This post contains a lot of very interesting stuff I would
like to have a closer at. For instance, CPU scheduling behavior,
vSphere network tuning. I will definitely deep dive on those
subjects in the near future.
A very good whitepaper to further explain some considerations
and configurations is found here: http://www.vmware.com/files/
pdf/techpaper/vmware-tuning-telco-nfv-workloads-vsphere.pdf

About the Author
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Chapter 5 –
VM Configuration

Safely Check/Remove Orphaned VMDK
Files from ESXi
Myles Gray
I have come across a number of environments where mystery
“snapshot” files exist – they are not seen in snapshot manager,
running a consolidation them doesn’t help, creating a snapshot (with
memory, or guest OS quiescing) then running “Delete All” doesn’t
resolve it, but some applications still think a snapshot is there.
To take care of these is quite a manual process after you have
followed all the VMware KB advice:
http://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=2017072
http://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=1023657
http://kb.vmware.com/selfservice/search.do?cmd=displayKC&docType=kc&docTypeID=DT_KB_1_1&externalId=1002310
So we’ve done all the above, don’t fancy doing a V2V to sort this
as it shouldn’t really be a problem in the first place.
First step is to find all snapshots and delta disks on the datastores:
# find /vmfs/volumes/ -name *-delta*;find /vmfs/volumes/ -name
*-0000*
/vmfs/volumes/[id]/[VM]/VM-000002-delta.vmdk
/vmfs/volumes/[id]/[VM]/VM-000002.vmdk
/vmfs/volumes/[id]/[VM]/VM_1-000002-ctk.vmdk
/vmfs/volumes/[id]/[VM]/VM_1-000002-delta.vmdk
/vmfs/volumes/[id]/[VM]/VM_1-000002.vmdk
As you can see above there are 5 snapshot/tracking/vmdk files
that are orphaned and we need to investigate.
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The first step is to snapshot the VM above and then run delete
all to see if VMware can clear them all down – re-run the check
above, if they still exist it is quite possible they are orphaned.
To investigate further we can find out what vmdks are mounted by
the vmx for that particular VM:
# cat /vmfs/volumes/[id]/[VM]/VM.vmx | grep vmdk
scsi0:0.fileName = “VM.vmdk”
scsi0:1.fileName = “VM_1.vmdk”
So this gives us all the vmdks mounted by the VM – we can then
cat these files to check what underlying files on the datastore they
reference (I have done one of the two disks as an example):
# cat VM_1.vmdk
# Disk DescriptorFile
version=3
encoding=”UTF-8”
CID=IDHERE
parentCID=ffffffff
isNativeSnapshot=”no”
createType=”vmfs”

# Extent description
RW 220200960 VMFS “VM_1-flat.vmdk”

# Change Tracking File
changeTrackPath=”VM_1-ctk.vmdk”
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We are interested in the two sections from above “Extent description” and “Change Tracking File”, from the above we can see the
reference VMDKs files are:
VM_1-flat.vmdk
VM_1-ctk.vmdk
In the interests of completeness a cat of the other VMDK (VM.vmdk)
showed the following were referenced:
VM-flat.vmdk
VM-ctk.vmdk
Check if the vmdk files are locked by any hosts, -delta, -ctk and
-flat files should be locked when in active I/O use, descriptor files
( just the .vmdk “meta” files) are not so you need to check all the
files individually:
# vmkfstools -D VM-000002-delta.vmdk
Lock [type 10c00001 offset 39821312 v 23225, hb offset 3702784
gen 7489, mode 0, owner 00000000-00000000-0000000000000000 mtime 2048078
num 0 gblnum 0 gblgen 0 gblbrk 0]
Addr <4, 66, 20>, gen 27, links 1, type reg, flags 0, uid 0, gid 0,
mode 600
len 606, nb 0 tbz 0, cow 0, newSinceEpoch 0, zla 4305, bs 65536
If it was locked by an ESXi host the MAC of the host would be
shown in the owner readout above – all zeros indicates no R/W
lock. From the VMware docs:
If the command “vmkfstools -D VM-000002-delta.vmdk ” does
not return a valid MAC address in the top field (returns all zeros ).
Review the field below it, the RO Owner line below it to see which
MAC address owns the read only/multi writer lock on the file.
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In some cases it is possible that it is a Service Console-based lock,
an NFS lock or a lock generated by another system or product
that can use or read VMFS file systems. The file is locked by a
VMkernel child or cartel world and the offending host running the
process/world must be rebooted to clear it.
Once you have identified the host or backup tool (machine that
owns the MAC) locking the file, power it off or stop the responsible
service, then restart the management agents on the host running
the virtual machine to release the lock.
So no references to our 5 mystery files – check the last time they
were used by running:
# ls -ltr /vmfs/volumes/[id]/[VM]/ | grep vmdk
-rw———- 1 root root 16863232 Nov 13 15:01 VM-000002-delta.
vmdk
-rw———- 1 root root 344 Nov 13 15:01 VM-000002.vmdk
-rw———- 1 root root 6554112 Nov 13 15:01 VM_1-000002-ctk.vmdk
-rw———- 1 root root 16986112 Nov 13 15:01 VM_1-000002-delta.
vmdk
-rw———- 1 root root 419 Nov 13 15:01 VM_1-000002.vmdk
-rw———- 1 root root 2621952 Feb 5 22:01 VM-ctk.vmdk
-rw———- 1 root root 612 Feb 5 22:01 VM_1.vmdk
-rw———- 1 root root 606 Feb 5 22:01 VM.vmdk
-rw———- 1 root root 6881792 Feb 5 22:01 VM_1-ctk.vmdk
-rw———- 1 root root 42949672960 Feb 6 15:20 VM-flat.vmdk
-rw———- 1 root root 112742891520 Feb 6 15:20 VM_1-flat.vmdk
As we can see above our orphaned files were last accessed
almost 3 months previous.
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Then make sure they are not locked by a process, touch them and
see that the timestamp updates:
# touch /vmfs/volumes/[id]/[VM]/*-00000* | ls -ltr | grep vmdk
-rw———- 1 root root 612 Feb 5 22:01 VM_1.vmdk
-rw———- 1 root root 606 Feb 5 22:01 VM.vmdk
-rw———- 1 root root 6881792 Feb 5 22:01 VM_1-ctk.vmdk
-rw———- 1 root root 2621952 Feb 5 22:01 VM-ctk.vmdk
-rw———- 1 root root 42949672960 Feb 6 15:29 VM-flat.vmdk
-rw———- 1 root root 419 Feb 6 15:29 VM_1-000002.vmdk
-rw———- 1 root root 16986112 Feb 6 15:29 VM_1-000002-delta.
vmdk
-rw———- 1 root root 6554112 Feb 6 15:29 VM_1-000002-ctk.vmdk
-rw———- 1 root root 112742891520 Feb 6 15:29 VM_1-flat.vmdk
-rw———- 1 root root 344 Feb 6 15:29 VM-000002.vmdk
-rw———- 1 root root 16863232 Feb 6 15:29 VM-000002-delta.vmdk
Being able to touch the file, run vmkfstools -D finding no locks,
find no references in vmdk descriptor files generally means it isn’t
in active use and is safe to move/remove, create a new create
a new directory and move the suspect files to it and check for
problems with the VM:
# mkdir oldfiles
# mv *-00000* oldfiles/.
If all looks well and you are happy the VM is operating normally
delete the directory:
# rm -r oldfiles/
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References:
http://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=10051
http://blogs.vmware.com/vsphere/2012/08/some-useful-vmkfstools-hidden-options.html
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Hyper-Threading Gotcha with Virtual
Machine vCPU Sizing
Chris Wahl
Just Hyper-Threading (HT) is sometimes viewed as the mystical
voodoo that enables you to have twice as many logical cores on
your physical CPU. Occasionally, the voodoo is abused when sizing
the quantity of virtual machine vCPUs for a workload. After all – if the
vSphere host says I have 8 logical processors available to me, can’t
I use all of them for a single VM and its vCPUs? Hyper-Threading
definitely has its advantages, but to properly use the technology in
your vSphere host, you must understand a little of the basics.
VMware’s Mark Achtemichuk has also weighed in on this subject
in his When to Overcommit vCPU:pCPU for Monster VMs post.

Hyper-Threading in a Nutshell
Without going too deep into the weeds, the main point of HT is to
allow two different compute tasks (threads) to schedule execution
resources on the same underlying physical core. There are often
periods of time where a physical core is underutilized because
a compute task is waiting on a device. Other tasks would be
blocked from executing on the physical core until the running
task completed. HT allows the scheduler to assign two tasks to a
physical core, effectively sharing the execution resource.

Two tasks are scheduled on a HT enabled CPU core
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Key Takeaway:
Each physical core contains a single execution resource. HT allows
for greater scheduling efficiency, but cannot speed up a single task.

Over Sizing the vCPUs in a Virtual Machine
A vSphere host is smart enough to identify an Intel CPU that can perform Hyper-Threading. It will display the quantity of physical sockets,
physical cores per physical socket, and logical processors. If your
server does not have HT, the quantity of physical cores and quantity
of logical processors will be equal. When HT is enabled, the quantity
of logical processors will be double that of the physical cores.
You may have a desire to create a virtual machine that can
consume all of your logical processors. You will not encounter an
error if you try to do this, but it is ill advised. Let’s look at why.
In this example, I’ll use one of my home lab servers. Each server
has an Intel Xeon E3-1230 processor with four physical cores and
HT enabled. This gives me 8 logical processors. If I create a virtual
machine with 8 vCPUs, it will look a bit like this:

A VM with 8 vCPUs on a CPU that has 4 cores with HT enabled
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Putting aside co-stop and other scheduling concerns with having
a single VM consume my entire CPU, there are also issues with
running tasks inside of my virtual machine. The VM believes that
it has access to 8 different CPU cores. In reality, the vCPUs are
sharing sibling Hyper-Threads (two Hyper-Threads on the same
underlying core), which is something the CPU Scheduler tries to
avoid.
What if the VM guest tries to run 8 tasks that require 100% of the
execution resources from the cores? There are only 4 execution
resources available. Thus, this would cause a great deal of CPU
Ready because the VM would be ready to consume CPU time on
8 cores but only 4 are actually available. If you looked at ESXTOP,
you would most likely notice that each HT was at 50% UTIL, and
each PCPU (physical core) would be at 100% UTIL.
If I had two physical sockets of the configuration shown above,
the CPU Scheduler would likely place 4 of the vCPUs on CPU 0
and the other 4 vCPUs on CPU 1. This would avoid any need to
schedule vCPUs on sibling Hyper-Threads, but may cause other
headaches elsewhere with NUMA node locality, co-stop, and
workload contention.
Key Takeaway:
Avoid creating a single VM with more vCPUs than physical cores.
Having multiple VMs that, when combined, exceed the number
of physical cores is typically OK – this is called overcommitment.
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Thoughts
Hyper-Threading offers a great deal of scheduling flexibility in almost
all virtualization scenarios. It’s perfect for sharing the physical
execution resources available with a large quantity of virtual machines.
Just be careful that you don’t abuse the logical processors by
creating a virtual machine that has more vCPUs than there are
physical cores available. Always try to keep the quantity of vCPUs
set to a size that is needed by the virtual machine, and if you must
grow to a size that is larger than your physical core count, it’s time
to either buy a bigger host or split up the roles serviced by the
virtual machine.
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Make Sure Time Service for Your vSphere
Infrastructure is Robust
Ather Beg
We’ve all known for a while that a robust time service is of the
utmost importance when it comes to creating a dependable
computing infrastructure. Yet I am often surprised by the number
of vSphere environments where at least some basic component
has its time configuration missing or incorrect.
In my view, Time Service is even more important to get right than
DNS. With a broken DNS, things might still function but with an
improper Time Service or client configuration, other services like
Authentication, Logging, Monitoring and even DNS are severely
affected. These in turn, have a knock on effect on installations and
day-to-day operations, very often leaving IT chasing their tails. All
of this is avoidable if Time Service is configured correctly.
So, how do we ensure we are on top of things when it comes to
configuring Time Service for your vSphere infrastructure, its clients
and be ready when things go wrong? Here are few links and
resources to help you out:

VMware’s Timekeeping Guide
First in the list is this excellent whitepaper titled: Timekeeping in
VMware Virtual Machines (link below):
http://www.vmware.com/files/pdf/Timekeeping-In-VirtualMachines.pdf
This document is truly a “Chapter and Verse” on timekeeping in
vSphere environments and should be the first document everyone
should read. It discusses the minor differences in the way timekeeping behaves, depending on hypervisor version and/or guest
OS installed. In addition to that, it has a useful troubleshooting
section too. A must read and I keep it in my toolbox all the time.
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ESXi Time Configuration
It’s amazing how many vSphere environments I find where ESXi
hosts either have incorrect or even missing Time Configuration. As
it hasn’t been mandatory information to provide upon install, it’s
the one thing that’s often forgotten when deploying a new cluster.
Also when configuring it, avoid pointing the ESXi host towards the
Windows domain FQDN. Instead, add each time source’s FQDN
or IP address individually to the configuration. I did some tests
and wrote the following blog post: ESXi Time Configuration: Don’t
point it towards the Windows Domain name (link below):
http://atherbeg.com/2014/12/16/esxi-time-configuration-dont-pointit-towards-the-windows-domain-name/
In this post, you’ll see why pointing your environment towards the
Windows domain FQDN might make it prone to time drifts.

Virtual Machine Configuration
Another misunderstood area of time configuration is the client
side. When you consider that majority of the infrastructure machines
are now virtual and typically in appliance form, it becomes even
more important to ensure that their time configuration is correct
and matches best practices for that particular machine/OS. Of course,
the same applies to installed servers and cloned desktops etc.
To get a good NTP hierarchy, one must have good time sources.
For Windows, things have changed over the years. To have them
configured correctly, VMware released this KB article, discussing
best-practices for a Windows environment: Timekeeping best
practices for Windows, including NTP (link below):
http://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=1318
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This article may require updating but the concepts haven’t
changed much since it was released. Follow this article to ensure
client configurations are correct, whether the machine is member
of a domain or not.

Understand Time Synchronisation Events
Typically, it’s assumed that disabling time synchronisation with the
host is enough for a VM to never synchronise time with it but there
are certain cases when a virtual machines still synchronises time
with the host. For example, when a virtual machine is resumed or
reverted to a snapshot etc. For that reason, at times, you might
want to disable time synchronisation completely. The whitepaper
mentioned earlier discusses this subject in great detail but the
knowledge-base article: Disabling Time Synchronization describes
the process of implementing it (link below):
https://kb.vmware.com/selfservice/microsites/search.
do?language=en_US&cmd=displayKC&externalId=1189
Troubleshooting:
There are always times when you’re not quite sure where
the time is going wrong in your environment. This KB article:
Troubleshooting NTP on ESX and ESXi 4.x / 5.x has pretty detailed
processes of troubleshooting such scenarios (link below):
https://kb.vmware.com/selfservice/search.do?cmd=displayKC&docType=kc&docTypeID=DT_KB_1_1&externalId=1005092
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Also, explore the “Troubleshooting” section of VMware’s
Timekeeping Guide mentioned earlier, for detailed information on
how to get increased logging while troubleshooting etc.
I hope the links and resources mentioned in this article will aid
everyone in configuring Time Service properly in the first place
and as a result, avoid a lot of aggravation and wastage of time,
which I am sure can be put to better use elsewhere.

About the Author
Ather Beg is a technology and virtualisation blogger
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VMware products when Workstation 1.0 came out.
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Containers, VMs and unikernels
Rutger Kosters
Last week I had an interesting discussion with a colleague on
containers (Docker mostly), VMs, as well as a more recent development in this space called unikernels. Regular geek speak. I’ve
mashed up the most interesting parts of the discussion, together
with some background information.

Containerization
Containerization is lightweight OS virtualization that groups and
isolates certain processes and resources from the host operating
system and other containers. Containers share the operating
system kernel and may share binaries and libraries.
The following image depicts the difference between VMs and
containers.

Same meat, different gravy
Containerization is nothing new. Parallels released Virtuozzo
(OpenVZ being its open source sibling) in 2001, Solaris Zones was
released in 2004, to name just two. Containers leverage Linux
features (e.g. cgroups, namespaces) that have been part of the
kernel for quite some time.
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Docker, CoreOS rkt are basically platforms/tools that partly leverage
pre-existing technologies to easily package your application and
its dependencies and run it in a container.

Pros and cons
The benefits of running containers are obvious: fast deployment
time, portability, small footprint and consolidation.
Security however is a whole different beast. The Docker architecture
for instance runs a daemon that requires root and containers are
run with root privileges as well (for now anyway).
Furthermore containers lack the hardware isolation (Intel VT-x) that
VMs provide. Most hypervisors are battle hardened in production
and have good security reputations. But make no mistake, even
hypervisor isolation isn’t infallibly secure (ESXi, Xen).
This doesn’t necessarily make containers insecure, it requires
a different security perspective. Isolation can be improved by
running each container in its own lightweight VM. Rkt can leverage
Intel Clear Containers and VMware uses something it calls jeVM
( just enough VM) running an optimized container operating
system, Photon OS.
Needless to say, creating a VM for every container adds overhead,
although the performance impact is relatively small, according to
VMware.

Application centric behaviour
Know your application and know how it behaves in a container.
For example, when you run your application in a Docker container,
it is launched as Process identifier 1. PID 1 is normally reserved for
the initialization (init) system and one of its responsibilities is to
adopt orphaned child processes (zombies).
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If your Docker PID 1 process does not correctly reap adopted child
processes, zombie processes will continue to consume resources
indefinitely.
Also, properly stopping your Docker application is just as important
as starting it.

Container standards
In June 2015, Docker, CoreOS and a broad coalition of tech companies announced the formation of the Open Container Initiative.
OCI will “...contribute to building a vendor-neutral, portable and
open specification and runtime that deliver on the promise of
containers as a source of application portability...”.
Docker took its own libcontainer runtime (the low-level plumbing
that creates a container), modified it to run independently from
the rest of the Docker infrastructure and donated the codebase
to OCI, creating the runC runtime. Both Docker and CoreOS
rkt (currently using the open appc specification) will be moving
towards this new open OCI specification.

Data in Docker containers
Docker uses a combination of read-only and read-write layers
on top of a Union filesystem. Docker images share the read-only
layers and when a container modifies a file, it is copied to the
read-write layer of that container, leaving the original file intact.
Modified data will persist in the container (even if it is stopped),
until the container is deleted.
You can use data volumes to store persistent data independent of
the container’s lifecycle. This lets you bypass the Union filesystem
and store files directly on the host.
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The recommended way to store and share data between containers
however is by using data volume containers. You basically run a
container with the sole purpose of hosting a volume. Other containers
that need the data simply mount the volume by referring to the data
container. So data volume containers let you abstract the physical
data location on the host.
When you need to share data between Docker hosts, you could
for example mount a NFS folder on multiple Docker hosts and
subsequently mount this folder as a volume in your containers. A
better option would be to find a suitable third party volume plugin,
Flocker is an example of an excellent data volume manager.

Unikernels
Unikernels or library operating systems got some extra exposure
at the beginning of 2016 when Docker acquired Unikernel
Systems. Examples of other unikernel implementations are
MirageOS (being served from a unikernel), HaLVM and OSv, to
name a few.
Unikernels are specialized operating systems that are compiled
from the application code and the bare minimum OS libraries
needed to support the application, all in a single address space.
This means unikernels are lightweight, secure (small attack surface) and blazing fast, since there is no context switching between
kernel and user space.
There are plenty of disadvantages also; poor debugging (there is
no ps, ping etc.), unikernels run a single language runtime (OCaml,
Haskell, C, Java etc.) and limits the developer, it is ‘new’, existing
application will almost certain require code rewrite.
If you would like to know more about unikernels, I thought this was
a pretty good presentation.

VM Configuration | 5-19

High level comparison
To close off, I’ve created an image that shows a high level
overview of a VM versus container versus unikernel.

Thanks for reading, I hope I’ve taught you a thing or two on the
concept of containerization.

About the Author
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and ITaaS. Blog: www.cloudfix.nl Twitter: @YaWorks
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Chapter 6 –
Management

vRealize Operations Manager 6.2: What to
Consider in a vROps Design
Pietro Piutti
When it was launched, vRealize Operations Manager was
immediately perceived by its user base as a complete rework
of its predecessor, vCenter Operations Manager. Changes were
introduced not only in terms of features and capabilities, but also
in the product’s architecture. Having hit version 6.2 and incorporating even some functionalities inherited by Hyperic, vROps is
now definitely a mature product, which makes it an essential and
indispensable component of any modern VMware virtualization
infrastructure.
In this article I will try to cover most of the design considerations
that need to be made when facing a vROps implementation
scenario; I don’t mean to cover all the facets of the “vROps
Design Dilemma”, neither will I go too much in depth analyzing
all the possible design considerations. Nevertheless I hope to
give you enough food for thought to succeed with your vROps
implementation.
First thing first: forget about what you learned from vCOps. With
vROps there’s no more separate UI and Analytics VMs, this
meaning that the smallest deployment can be now performed with
only one VM including all the necessary services. This leads to
at least two design choices that need to be made at a very early
stage: the first one is related to the OS of choice for your vROps
VMs, the second one is about sizing.
vROps is available in three flavors: a “ready to deploy” OVA
appliance (based on SUSE Linux), one Linux installable binary
certified to work with RHEL and – finally – a Windows installer
package. The choice is up to you and it might depend on any
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factor that might influence the decision (your familiarity with a
certain OS, your company’s policies etc.). What matters is that
once you choose a flavor, you will have stick with it for all the VMs
of your “Analytics Cluster” (more about this soon). Personally, I
prefer the OVA as it is very fast to deploy and set up and it doesn’t
come with the burden of maintaining a complete OS stack: when
vROps is upgraded to a new build, usually also the OS powering
the OVA is updated, and that’s all you need to do to look after
your vROps VMs.
We can’t discuss sizing if first we do not talk about the different
roles a VM can hold in a vROps cluster. One interesting thing is
that, even when deployed as a single VM, your vROps implementation is already considered as a “cluster”; the reason behind this
reasoning is that you can easily add more nodes to scale out your
deployment whenever you hit the supported object limit (hold on
for that when we talk about nodes sizes).
What matters is that the first VM deployed in a cluster is always a
“Master Node”, and this the only VM that holds at any given time
all four vROps databases (source: VMware):
•	Global xDB: Contains user configuration data, such as alert
and symptom definitions, dashboard configurations, and super
metric formulas. The global xDB is found on the master node
and master replica nodes only.
•	Alerts/symptoms vPostgres: Contains alerts and symptoms
information.
•	Historical inventory service xDB: Contains a historical view of
all object properties and relationships.
•	FSDB: Contains all the statistical, time series data. This raw
metric data is used to provide live status displays in the user
interface.
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To scale out a vROps Cluster you most likely would have to add
one or more additional nodes, known as “Data Nodes”: these are
essentially very similar to the Master Node except that they don’t
hold the Global xDB database. So what would you do to protect
the Master Node and keep the cluster operable even in case of
Master failure? You would enable High Availability, which translates into choosing one of your existing Data Nodes and turning it
into a “Master Replica” node. When you do this the Master Replica
goes into “passive mode” and begins to sync data with the Master,
if this becomes unavailable, then its role is automatically transferred
to the Master Replica Node which assumes the Master role in a
matter of minutes. This is certainly cool, but it comes with a price:
the reduction in the number of objects and collected metrics
the cluster can manage, which can result in the need to deploy
additional Data Nodes to compensate for this.
The need for HA can be mitigated with a proper backup strategy:
if you are able to quickly and consistently restore a failed Master
Node, than you can spare yourself the need for HA. Just keep
in mind this when designing for backup: a vROps cluster is a
distributed system that, in VMware’s own words “uses VMware
vFabric® GemFire® to connect nodes into a shared memory cluster
and map the work across the nodes.” Because of this distributed
architecture, to guarantee consistency of data after a restore, all
the nodes in the vROps cluster must be backed up and restored at
the same time. The vROps documentation will provide more details
about how to setup a vROps backup/restore job, but the point here
is to highlight why and how include backup in your design.
In a nutshell, this is an “Analytics Cluster”, i.e. the portion of the
cluster that ingests, analyzes, correlates and presents the data.
One strict requirement of the nodes in an Analytics Cluster is that
the nodes should run all on the same OS (OVA, Linux or Windows)
and must have exactly the same HW specs (CPU, RAM and Disk).
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But there’s more: let’s not forget “Remote Collector Nodes”. As
their name says, these nodes do not performs any analytics work
(they are not part of the GemFire distributed fabric) and their only
role is to collect data from a remote endpoint. So you can deploy
a Remote Collector at another location, have it fetch data from the
far endpoint and send it to the Analytics cluster at the primary site.
One peculiarity of Remote Collector Nodes is that they don’t have
to match neither the same OS nor the HW specs of the Analytics
Cluster ones.
So, how do we size a vROps cluster? vROps sizing is a matter of
choosing the number (and role) of the nodes and their size. vROps
Analytics Nodes come in different form factors (Small, Medium,
Large, Extra Large) depending on the maximum number of objects
(vCenters, ESXi hosts, VMs, DataStores etc.) monitored and
metrics collected by a single node.
Node Size

Single-Node
Maximum
Objects

Single-Node
Maximum
Collected
Metrics

vCPUs

Memory
(GB)

Extra Small

100

50,000

2

8

Small

2,000

1,000,000

4

16

Medium

6,000

3,000,000

8

32

Large

10,000

5,000,000

16

48

So one could do some simple math and come up with the list
and specs of the VMs to be deployed, but luckily VMware has
developed a sizing calculator (downloadable from here: https://
kb.vmware.com/kb/2130551) which, by simply entering the number
of VMs, Hosts and DataStores in scope and by specifying the data
retention period and the choice for HA, will generate a recommendation for the number of nodes needed in each of the supported
form factors, including disk I/O and disk size.
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The same tool also allows for more detailed calculations accounting
for deployed EndPoint agents (remember I mentioned that vROps
now also incorporates some Hyperic functionality), NSX integration,
VDI objects and even storage arrays.
A multi-node cluster comes with an interesting bonus: all the nodes
in the Analytics Cluster are capable of receiving connections to the
Web UI, so why not make a best use of this and put them behind
a Load Balancer? In that case prepare a PEM certificate with the
name of your cluster and SAN entries for each of the nodes. All it
takes is to load the certificate onto the Master Node as part of its
installation procedure and it’ll be automatically imported by any
new node being added to the cluster. There is a whitepaper from
VMware explaining how to configure some of the most common
Load Balancers, so be sure to download it from here: http://pubs.
vmware.com/vrealizeoperationsmanager-61/topic/com.vmware.
ICbase/PDF/vrealize-operations-manager-load-balancing.pdf.
One last word before wrapping up: vROps comes out of the box
with two “Solutions” which allow to collect data from different
sources. The EndPoint Operations (EPOPs) will collect metrics
at OS level on those VMs where the EPOPs Agent has been
installed, while the vCenter Solution has two adapters, one to
collect metrics from vCenters (the “vCenter Adapter”) and one
to execute remediation tasks on vCenter object straight from
vROps (the “Python Adapter”). The basic functionalities of vROps
are provided by these two adapters, but vROps can be extended
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to do much more than just this: dozens of Management Packs
can be downloaded from VMware’s Solutions Exchange website
https://solutionexchange.vmware.com to extend the collection and
analysis capabilities of vROps to almost any kind of object. Some
of these packs are free, some are paid, some are developed by
VMware, some by vendors or by partners; there are Management
Packs to monitor storage arrays, databases, servers, network
devices, UPSs etc. You name it, chances are it’ll be there.
Given all of this it’s easy to understand how vROps has evolved
from its vCOps early days to a complete solution capable to monitor
and analyze complex, heterogeneous and diverse virtualization
infrastructures running on top of VMware technologies. No
vSphere design should come without a vROps implementation
and no vROps should be deployed without addressing first its
design and architectural peculiarities.

About the Author
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Tweet Sized Design Recommendation
Andrew Mauro @Andrea_Mauro
@PernixData Architect is a powerful tool to assist with
design optimization useful during an infrastructure
optimization and validation
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VCSA vs Windows vCenter - Which One do I
Chose, and Why?
Christian Mohn
As a consultant I often get asked by customers if they should use
the traditional Windows based vCenter installation or move to the
vCenter Appliance (VCSA). In most cases, I reverse the question
by asking “Why shouldn’t you use the VCSA?”.
In my opinion, unless there are specific reasons to not use the
appliance, it should be the default choice for all greenfield
implementations.
There are several good reasons why the VCSA should be the
default choice:

Feature parity with the Windows vCenter
The VCSA and Windows vCenter versions have feature parity. This
means that there are no longer differences between the scalability
options, and feature sets between the two. The public API’s and
integration points are exactly the same between the two.
Of course, since the VCSA is a Linux based appliance, you will
need a separate Windows Server for VMware Update Manager,
but the Update Manager itself attaches to the VCSA without
problem. The same goes for Site Recovery Manager, which can
talk to both versions at the same time, if required.

Ease of implementation
The VCSA is easy to deploy, and get up and running quickly. You
do not need to create a VM, install Windows Server, patch it, and
then install vCenter, it’s all done in one deployment of the VCSA
(or more you want distributed Platform Services), and it’s configured
automatically for you. You can even split out the PSC later, of you
want to.
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Features like Auto Deploy, and ESXi Dump Collector are installed
by default, but not enabled. Should you want to enable them later,
it’s just a enabling them through the web client.

Ease of management
One of the missing pieces in VCSA 6.0 was that the VMware
Appliance Management Interface (VAMI). Thankfully it was re-added
in 6.0u1, with a really nice new HTML5 based interface, making
for instance patching of the appliance much easier. You can either
patch via your own repository, or download patches directly from
the VMware online repository, without touching the base OS at all.
It’s something else entirely if you have an existing infrastructure,
aka brownfield, that you want to migrate to the VCSA. VMware
currently only offers an unsupported VCS to VCSA migration fling
(https://labs.vmware.com/flings/vcs-to-vcva-converter) that can
help you with migrating from vCenter 5.5 to VCSA 5.5. It’s a rather
tedious process to go through, and it has quite a few limitations
it’s current iteration. For one, it requires that the running version
is v5.5, not v6. It also requires an external to vCenter Microsoft
SQL server setup, and there has been problems migrating from
vCenter setups running on Windows Server 2012 R2.
It can help with migration, but at the moment it is probably best
to wait until there is a supported migration path, and an officially
supported tool available, something that is likely to come in a
future vSphere release.
The VCSA specific design considerations listed below, comes in
addition to all the other design considerations like Single Sign-on
(SSO), Platform Services (PSC) design for vCenter 6.
The same goes for placement of the vCenter itself, should be it
contained in the environment it manages, or should it be placed in
a management cluster?
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All of these are valid design considerations that needs to be
addressed before implementing a new vCenter, but none of those
help you decide which vCenter platform you should choose.
There are however, a few specific points that needs to be taken
into account when deciding on a vCenter platform:

Physical server
If your design is based on vCenter being placed on a physical
server, you only have one choice, and that is to run it on Windows.
There is simply no other way of doing it at the moment.

Linux vs Windows
The VCSA is based on SUSE Linux (SLES 11 SP3).
How comfortable is your organization with running an important
production system on Linux? Most of the time the VCSA is
“hand-off” in the sense that you don’t need to perform any tasks
directly on it that isn’t available through its management interface,
this making this a non-issue for the most part. Your environment is
probably filled with Linux-based appliances already, like vRealize
Operations Manager, Orchestrator or even NSX.

Backups
How do you back up your VCSA? This is an oft-discussed topic, but
also one that is largely misunderstood. VMware has not been very
clear on this, but the fact is that your normal image-level VM backup
should be enough. If you are using the embedded vPostgres
database, it uses a feature called Continuous Archiving and Pointin-Time Recovery (PITR), which basically writes everything to a log
file. To quote the Postgres documentation (http://www.postgresql.
org/docs/9.4/static/continuous-archiving.html):
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“We do not need a perfectly consistent file system backup as the
starting point. Any internal inconsistency in the backup will be
corrected by log replay (this is not significantly different from what
happens during crash recovery). So we do not need a file system
snapshot capability, just tar or a similar archiving tool.”
In short; An image level backup is enough, so if your environment uses a modern backup platform, and not agent based
backups, you are ready to go.
Of course, an external SQL server is used, you need both an
image level backup of the VCSA and the external database.

External SQL server support
External SQL server support is limited on the VCSA. The only external option at this time is Oracle 11g and 12c, and even those are
likely to be phased out in later releases. This means no Windows
SQL server support at all.

vCenter Plugins
Most, if not all, current vCenter Plugins work just fine in the VCSA
as well as on Windows. It’s still a good idea to verify this before
starting the installation though, just to make sure that there aren’t
shows stoppers in that department.
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With these considerations in mind, the choice of vCenter platform
for a new installation should be fairly straight forward, just follow
this flowchart:

So there it is, an easy way to decide which platform to chose for
your next vSphere installation. It’s really not a question of whether
you should consider the VCSA or not, it really boils down to if you
need to use Windows for it at all any more.

About the Author
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Chapter 7 –
Words of Wisdom

One Weird Trick to Virtualize Monster
(Vmsconsultants Hate This)
Matt Leibowitz
One Weird Trick to Virtualize Monster VMs – Consultants Hate
This! We’ve all seen those ads on the Internet that promise to teach
us “one weird trick” that “<someone> hates” to do something easily.
Make money fast? Yep. Lose belly fat? Check. Grow “other” parts
of your body? Easy.

I couldn’t resist stealing the headline for something that I’ve seen
come up time and time again when virtualizing large applications
or monster VMs.
Raise your virtual hand if you’ve heard, or said, something like this
in the past:
• All VMs should start out with only 1 vCPU.
• Most VMs don’t need more than 1 vCPU.
• Giving a VM more than 1 vCPU could hurt performance.
I hear this one all the time. I even used to say something like it
myself. When I think back to my early days with virtualization I
used to say things like, “If a server needs more than 3.6 GB of RAM,
it probably isn’t a good candidate for virtualization.” (3.6 GB was
the max RAM supported in a guest OS in ESX 2.x) But is that the
right way to approach sizing all virtual machines?
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These days, most of the time I hear something like this as a result
of a software vendor’s sizing guidance for their application.
“Why should I give that VM 4 vCPUs and 16 GB of RAM? There is
no way it really needs it!”
The thing to remember here is this: While starting small when sizing
VMs is a good practice, the application’s actual requirements should
dictate the sizing. That’s the “one weird trick” – understand the
application’s requirements before rushing to judge the sizing. Just
because you don’t like the idea of giving a VM a lot of resources
doesn’t mean it doesn’t actually need them. Trust me – I’m a big
believer in starting small and sizing VMs with fewer resources if
the resource requirements are not well known or defined. That
doesn’t apply to all VMs.
I hear it too often – folks who automatically rush to judge the
sizing of a virtual machine just because they think it’s “too big.” We
need to get past the mentality of “anything larger than 1 vCPU is bad.”

I’m going to put this ad on other virtualization blogs!

Before you head to the comments and say something like,
“Vendor supplied requirements are BS. Vendor x told me that their
application needed y requirements and it doesn’t use even half of
that.” hear me out. Is that true sometimes? Definitely. But should
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that be your default answer? Definitely not. If the application you’re
trying to virtualize is currently physical, a good way to determine if
the sizing is accurate is to simply measure the existing load. But
don’t forget – the current utilization alone is not enough to size the
VM. You need the application’s actual requirements. I’ll illustrate
that point with a story. I worked with a customer last year to help
them virtualize an important Microsoft SharePoint FAST Search
implementation. We ran capacity assessments on the existing
physical servers with both VMware Capacity Planner and Microsoft
Assessment and Planning Toolkit. Both tools independently came
to the same conclusion: based on the current utilization, these
servers likely need 2 vCPUs and 8 GB of RAM.
When I worked with the FAST architects, they wanted their
servers sized with 8 vCPUs and 24 GB of RAM. Naturally there
was confusion as to why the current physical servers were only
using a quarter of those resources. It came down to one thing:
requirements.
The customer had a specific requirement to be able to support a
certain number of QPS (queries per second) at a certain level of
latency. In order to meet those requirements we needed to size
the servers with 8 vCPUs and 24 GB of RAM. We validated that
design by running FAST performance tests at different CPU/memory
sizing on the FAST VMs. Each time we were not able to meet the
QPS requirements unless it was sized correctly.
What’s the moral of this story? Don’t be afraid of giving a virtual
machine the resources it actually requires. Remember – there are
tools like vCenter Operations that can tell you, over time, how a
VM is using its resources. This provides you the opportunity to
right-size the workload if the VM truly doesn’t need the resources.
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Understand the vendor stated requirements as well as those of
your customer/application owner. If you get a request for a SQL
Server (or similar) and your immediate response is, “I’m not giving
it that many vCPUs…” stop and make sure you truly understand the
application’s requirements. Validate the sizing with performance
testing and adjust if necessary. You’ll have happier application
owners and better performing applications.

About the Author
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follow him on Twitter at @mattliebowitz.
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Design Considerations – Words of Wisdom
Amit Rathod
•	A Good Design is a balance of Technical Best Practices and
the organization’s goals, requirements and constraints. Now
since this is a balance, there has to be a trade-off somewhere.
As a good designer, you need to ensure that your design is
meeting the customer’s requirements (which is the End Goal)
along with the constraints despite the trade-offs.
•	Never forget the End Goal, they guide and shape your design
process. The Design decisions have to be documented clearly
and should definitely contain a reason as to why the decision was
made and also should help answer if the decision is questioned.
•	The design document should be as detailed as possible. The best
test would be two different people reading the document and
implementing the design and the end result should be the same.
•	It is highly important to have the right stakeholders who know
the Organization’s Business Requirements and Goals as this is
the Objective which your design should meet.
•	Follow the KISS Principle, Simple designs are easy to understand and deploy. Apart from being Simple, the design needs
to be repeatable too, because the decisions made in the
design are supposed to be based on sound justification.
•	Always make sure that your design is valid for 2-3 years to
come at least.
Okay so with this information, you are good to create a
Conceptual Design which should encompass all the customer
requirements. This is the interim design to make sure you don’t
miss out on anything which the Organization is expecting. This
is typically a diagram depicting customer requirements with the
entities who would come into play when the design is initiated.
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Develop and/or adopt a design framework that is repeatable,
reasonable and justifiable. The objective of a frame work is to help
you get the required information needed for the design. Make
sure you discuss this frame work with the key stakeholders at the
customer’s organization as well as your peers. This will only help
to make it better. After all a good design is also something which
is always evolving.
From a VMware Datacenter Virtualization Standpoint, I would stick
to the AMPRSSC framework which I have been using for a while now:
A – Availability – Think SLAs.
M–M
 anageability – Think about how simple is it,How easy it is to
deploy
P – Performance – Think about throughput, latency, I/O per second
R – Recoverability – Think RTO and RPO
S – Scalability – Think, if we need to upscale, do we scale-out or
scale-in?
S – Security – Think how easy it is to secure the environment,
Does it help in minimizing risks?
C – Cost – Are you meeting the company requirements while
staying within the budget?
These are the areas which I would use as a scale to judge and
take a sound design decision and thereby making a Good Design.
So along with the Conceptual Design, we churn them with the
AMPRSSC frame work and devise a Logical Design. Bear in mind
that Logical Design is to help understand the design rather than
getting into the nitty gritty of how various elements have been
connected or plugged in. It shows the customer how will you be
able to meet the desired requirements.
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The Conceptual Design is then brainstormed along with the
customer as well as your peers to make it better and then you
head to creating a Physical Design in which you show precise
implementation details such as the Path Selection Policy, the IP
Addresses, port numbers,etc.
So the capture of requirements, constraints and assumptions,
followed by creating a Conceptual Design and then a Logical
Design and eventually a Physical design is added along with the
Design Decisions made in a Design Document.
Apart from the Design Document, it is pertinent that we create an
Installation and Configuration Document based out on the Design
document created,so that Implementation Engineers can just take
the Install,Config Document and start building the required infrastructure which should precisely meet the customer’s requirement.
Happy Designing!
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Tweet Sized Design Recommendation
Jacob Pennington @JakeAPennington
All other things being equal, the shortest path will
always be the fastest.
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Datacenter Management is the Killer Use
Case for Big Data analytics
Frank Denneman
We in IT can sometimes be slow recognizing the power that we
have. Take for example cloud computing. Over the last three
decades we solely focused on aiding and assisting the business.
We focused on improving their business operations, we automated
their activities so they could increase their output or refine
consistency of (product) development processes. Until we figure
out that it was time to automate our internal processes, increase
consistency of our provisioning operations.
This same insight needs to happen with big data. A lot of organizations have been looking into big data analytics to discover
unknown correlations, discover hidden patterns, market trends,
customer preferences and other useful business information.
Many of you have deployed big data systems such as Hadoop
clusters. Ironically often impacting our own datacenter services,
forcing us to discover hidden patterns, comprehend correlations
between the new workloads and consumed resources and how
this it impacts current workloads and future capabilities for hosting
new workloads.
The problem is, virtual datacenters are comprised of a disparate
stack of components. Every system, host, switch, storage system
are logging and presenting data the vendor seems fit. Different
granularity of information, different time frames, and different
output formats, make it extremely difficult to correlate data. And
even more problematic, the vendor focus of metric output could
be established in a time where there was no x86 virtualization
present. All in all making it extremely difficult to understand the
dynamics of the virtual datacenter and distinguish cause and
effect (causation) and relationship (correlation).
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The interesting thing of the hypervisor is that it’s a very context
rich information system, bulking with data ready to be crunched
and analyzed to provide a holistic picture of the various resource
consumers and providers. By extracting all this data and processing you can understand the current workload patterns. By having
a gigantic set of data all in the same language, same structure
and format you can then start to discover unknown correlations
and discover hidden patterns. By having copious amounts of data,
the only limitation is basically your imagination. Every time you
increase your knowledge of the systems, you can then start mine
for new data, making relationships visible, distinguishing cause
and effect. This by itself feeds into other processes of datacenter
management, such as operations and design.
Having this information at your fingertips you can optimize current
workloads and identify which systems are best suited to host a
new group of workloads. Operations will change as well, as you
are now able to establish a fingerprint of your system. Instead
of micro-managing each separate host or virtual machine, you
can start to monitor the fingerprint of your cluster. For example
how incoming workloads have changed the clusters’ fingerprint
over time? By having this data at your fingertips you can do trend
analysis, such as discovering if you have seasonal workload. What
is the increase of workload over time? Trend resource usage and
compare cluster and host fingerprints to truly understand when
scale-out is required. Information like this allows you to manage
your datacenter in a different manner and helps you to design
your datacenter far more accurately.
The beauty of having this set of data all in the same language,
valuable to manage the IT lifecycle, improve deployment and
operations, optimize existing workloads and infrastructure leading
to a better future design. But why stop there? All these datasets of
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all these virtual datacenters provide insights that can improve the
IT-lifecycle even more. By comparing same size datacenters, or
datacenters in the same vertical you can now start to understand
the TCO of running the same VM on a particular host system
(Cisco vs Dell, vs HP), which storage system ± FVP to use or
maybe at one point you can discover the TCO of running the
virtual machine in the private datacenter versus a cloud offering.
That type of information is what’s needed for today’s datacenter
management. Time to go the next step and time to leverage big
data analytics to improve the IT lifecycle of your virtual datacenter.
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